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Abstract. The task of retrieving a specific object from an image, which
is similar to a query object is one of the critical applications in the com-
puter vision domain. The existing methods fail to return similar objects
when the region of interest is not specified correctly in a query image.
Furthermore, when the feature vector is large, the retrieval from big col-
lections is usually computationally expensive. In this paper, we propose
an object retrieval method, which is based on the neural codes (activa-
tions) generated by the last inner-product layer of the Faster R-CNN
network demonstrating that it can be used not only for object detec-
tion but for retrieval too. To evaluate the method, we have used a sub-
set of ImageNet comprising of images related to indoor scenes, and to
speed-up the retrieval, we first process all the images from the dataset
and we save information (i.e. neural codes, objects present in the image,
confidence scores and bounding box coordinates) corresponding to each
detected object. Then, given a query image, the system detects the object
present and retrieves its neural codes, which are then used to compute
the cosine similarity against saved neural codes. We retrieved objects
with high cosine similarity scores, and then we compared it with the
results obtained using confidence scores. We showed that our approach
takes only 0.534 s to retrieve all the 1454 objects in our test set.

Keywords: Object retrieval · Convolutional Neural Network · Deep
learning · Image classification · Similarity score · Confidence score and
object detection

1 Introduction

Nowadays, the visual information is more predominant in the social media, moti-
vating researchers to develop applications related to computer vision. One of this
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kind of applications is query based similarity object retrieval, in which similar
objects are retrieved from a dataset based on its similarity with a given query
image. A system that retrieves objects has a wide range of applications in several
fields, i.e. Artificial Intelligence, Military and Medical. Also, it plays a significant
role in the domain of cyber-security i.e. cyber-crime scene investigation, where
object detection and retrieval algorithms can be employed for detecting and
tracking suspicious objects and activity in large scale internet videos. Moreover,
such algorithms are backbone of visual based surveillance systems. But, such
applications are highly dependent on how features are represented and matched.
Recently, we have witnessed the power of deep learning in the computer vision
domain. Unlike traditional hand-crafted features, the deep learning algorithms
automatically extract complex features, and trains themselves in a hierarchi-
cal way with multiple levels of abstraction. In the task of image classification,
deep learning algorithms proved to be very efficient, and they have helped in
improving the state-of-the-art in the image classification field. Convolutional
Neural Networks (CNNs) which are trained on huge datasets, as for example
ImageNet [1], can also be used to solve other tasks for which they were not
trained. Apart from the task of classification, the activations which are gener-
ated at the penultimate layers of CNNs can also serve as a good descriptor for
object retrieval [2]. But, if the region of interest in a query image is not specified
correctly, all the methods fail to return similar objects. Moreover, due to the
presence of large amount of complex image data, the matching descriptors is
computationally expensive. We propose to address this problem by saving the
neural codes along with detected objects in a database, so that we can speed-up
the retrieval task.

In this paper, we propose an object retrieval method, which is based on
the neural codes extracted from the last layer of the VGG-16 [3] architecture of
the Faster R-CNN [4] algorithm. The neural codes are the activations which are
generated at different levels of abstraction in a CNN, and we demonstrated that
it is a promising descriptor for this task. To evaluate our method, we first created
a dataset named as ImageNet-IndoorObjects, which is a subset of images from
the ImageNet dataset, containing only images representing indoor environments.
Next, we saved the neural codes, confidence scores and bounding box coordinates
corresponding to each detected object in a database. Then, to retrieve objects
from the database, we first detect an object present in a query image by using the
Faster R-CNN algorithm, and later we extract its neural codes. We then compute
the cosine similarity between the neural codes corresponding to the query object
and all the neural codes previously stored, and we retrieve the objects with higher
cosine similarity scores. We also used confidence scores for our retrieval task, and
we compared the results obtained with both retrieval techniques.

This work focuses on using neural codes as a feature descriptor to retrieve
similar objects, and we present the following contributions. (a) We introduced
a query based object retrieval system based on the Faster R-CNN algorithm,
which uses neural codes to retrieve similar objects based on cosine similarity. (b)
We evaluated the performance of two different approaches to retrieve objects,
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neural codes and confidence score, demonstrating that the use of neural codes
outperforms to the use of the confidence score in terms of precision.

The rest of the paper is structured as follows. Section 2 introduces the related
works, Sect. 3 describes the methodology, Sect. 4 presents the experiments carried
out and, finally, Sect. 5 draws the conclusions of this work.

2 Related Work

Retrieving images by describing their content is one of the critical applications in
the field of computer vision. Recent approaches are based on deep Convolutional
Neural Network (e.g. AlexNet [5], GoogleNet [6], VGG-Net [3]) for localizing and
classifying objects of interest. In particular, the activations generated by the FC
(Fully Connected) layers can be used as feature descriptors, and can be well
adapted in various domains of computer vision i.e. scene recognition [7], image
understanding [8] and semantic segmentation [9]. Similarly, this activation can
be used as global descriptors for identifying objects in an image. Razavian et al.
[10] has proposed an approach, where they have employed CNN activations as
region descriptors to be compared to a database of descriptors.

Recent methodologies primarily focuses on deriving visual representations
from the CNN. The activations invoked by an image in the top layers of a CNN
provides a high level descriptor about the visual information present in the image.
Lee et al. [11] proposed a deep learning algorithm that learns high-level features,
such as object parts from unlabelled images and natural scenes, and the method
demonstrated excellent performance on several visual recognition tasks. Karen
et al. [3] investigated the effect of the convolutional network depth on its accuracy
and achieved state-of-the-art results. Babenko et al. [2] proposed an approach
for image retrieval based on such descriptors, which they named as neural-codes.
They have established that the neural codes performs competitively even if the
CNNs are trained for different classification task i.e. ImageNet [1]. Similarly,
Ruigang Fu et al. [12] used such deep features for image retrieval.

Tolias et al. [13] considered the activations of the intermediate Convolution
layers to train a classifier. Furthermore, they have built compact feature vectors
that encode several image regions. Girshik et al. [14] proposed a Fast Region-
based Convolutional Network method (Fast R-CNN) for object detection, which
can efficiently classify object proposals using deep convolutional networks. Later
Shaoqing et al. [4] introduced Regional proposal network (RPN) for object pro-
posal, which simultaneously predicts object bounds and object scores at each
position. RPNs are trained end-to-end to generate high-quality region propos-
als, which are used by Faster R-CNN for detection.

3 Methodology

Our method is based on a two phased pipeline, Phase 1: Object detection and
Phase 2: Object retrieval. In Sect. 3.1, we describe the object detection process
along with the database creation, and in Sect. 3.2, we explain the object retrieval
method based on a query image. Figure 1 shows the outline of our approach.
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Fig. 1. Two phased object retrieval pipeline.

3.1 Object Detection

To detect objects of interest, we have used the VGG-16 [3] architecture of the
Faster R-CNN [4] algorithm, which is pre-trained with the MS-COCO dataset
[15]. The Faster R-CNN is a Region based Convolutional Neural Network, which
contains an integrated Region Proposal Network (RPN) for object proposals.
Since RPN computes proposals within the network itself, it has brought the
task of object detection to real-time.

Fig. 2. Regional proposal network (RPN).

Regional Proposal Network (RPN): The RPN (Fig. 2) takes features gen-
erated by the convolutional layers as an input, and generates a set of rectangular
boxes based on the object proposals. It applies a sliding window of size nxn (n =
3 in our case) on the features generated by the last convolution layer to obtain
an intermediate layer in 512 dimension. Next, the intermediate layer feeds into
a box classification layer and a box regression layer. In each position of the slid-
ing window k (k = 9 in our case) anchor boxes are being created, which are
sampled local windows with different aspect ratios. The box classification layer
determines whether the k anchor boxes contains an object or not, and generates
2k scores (object/not object for each k). The box regression layer gives 4 coor-
dinates with respect to each of the anchor boxes (4k for k anchor boxes). Next,
the RPN feeds the anchor boxes into a Fully Connected (FC) layer to obtain the
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true class labels. After that, we extract the neural codes corresponding to each
detected objects, and save rest of the information into a database.

Neural code extraction: The neural codes can be obtained by passing a
dataset of images through a deep convolution neural network. In particular, a
CNN trained with a huge dataset can be used as a feature extractor for different
datasets. At the top of our chosen architecture, there are three fully connected
layers, and we use the neural codes generated by the last layer as a visual descrip-
tor for detected objects. Since the last layer has 80 output units, our descriptor
is an 80-dimensional vector. Now, with respect to each detected object we save
its patch (region cropped from the image), bounding box coordinates and con-
fidence score along with the neural codes in a database.

Database: To test our object retrieval method, we created a database by feed-
ing a dataset into the algorithm. The database contains detected objects (image
patches) along with its neural codes, confidence scores and bounding box coordi-
nates, and it is a collection of 1454 objects, which were detected with a confi-
dence score greater than 0.801.

3.2 Object Retrieval

We evaluated the results obtained by retrieving objects from the database by
using both cosine similarity and confidence score.

Using Cosine Similarity: To retrieve similar objects, we first detected the
object present in the query image and extracted its neural codes. The extracted
neural codes are then compared against the database of neural codes using the
cosine similarity metric. Given two vectors of neural codes, the cosine similarity
is represented as:

Similarity = cos(θ) = A.B
||A||.||B|| =

!N
i=1 AiBi√!N

i=1 A2
i

√!N
i=1 B2

i

, (1)

where A is the vector of neural codes of the query object and B the vector of
neural codes of the previously stored object. N is the dimension of the vectors
A and B, being 80 elements in this case.

Using Confidence Score: In this case, we first determine the class label of a
detected object in a query image with confidence score greater than 0.80. Then,
we retrieve those objects from the database that have the same class label and
which has confidence scores greater than some thresholds.

1 To reduce false positives we store objects detected with high confidence.
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4 Experiments and Results

To test our approach, we have evaluated the system with 10 queries, selecting
ten objects for each of the ten different classes, and retrieving them by using
both cosine similarity and confidence scores. We also registered the time taken
to create the database and to retrieve objects.

4.1 Dataset: ImageNet-IndoorObjects

To test our object retrieval method, we have created a dataset, which is a subset
of ImageNet and comprises of objects related to indoor environments. We named
the dataset as ImageNet-IndoorObjects, and it is a collection of 1078 images with
10 object categories. Figure 3 shows some examples from the created dataset
along with the total number of images in each class.

Fig. 3. Sample images from the dataset: ImageNet-IndoorObjects along with the total
number of images per class. From left to right: cat, mobile, clock, laptop, microwave,
mouse, pizza, umbrella, vase and banana.

4.2 Experimental Setup

Object detection: The objective of this phase was to store the outputs of the
model in a database, i.e. neural codes, confidence scores, bounding box coordi-
nates and detected object patches. To detect and classify objects we have used
the pre-trained VGG-16 network, which is trained on the MS-COCO dataset. All
the experiments were carried out using the Caffe [16] deep learning framework
in Nvidia Titan X GPU.

Object retrieval: In this phase, the system was fed with a query image to
retrieve objects from the database by using both the cosine similarity and con-
fidence score. We have used the same VGG-16 architecture to detect the query
object and to extract the associated neural codes. Furthermore, we have per-
formed this task using the same resources used in the object detection process.
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4.3 Detection Accuracy and Running Time of the Network

While creating our database, we observed the detection accuracy for each of the
object class in our dataset, where we define detection accuracy as the percentage
of true positives in each object class. We also measured the time taken to store
all the information in the database i.e. cropping and storing detected objects,
neural codes, confidence scores and bounding boxes coordinates. Table 1 shows
the detection accuracy of each object class along with their processing time. The
total time taken to process all the 1078 images was 328.95 s.

Table 1. Detection accuracy of each object class while the database was created along
with their processing time.

Class Mobile Clock Laptop Microwave Mouse Vase Umbrella Banana Pizza Cat

Accuracy 84.2 81.3 78.6 88.6 68 92 83 98 94.5 92

Time 26.4 s 28.7 s 39.5 s 33.3 s 34.6 s 34.4 s 41.2 s 32.7 s 29.1 s 28.8 s

4.4 Similarity Score Based Retrieval

We computed the cosine similarity between the extracted neural codes and the
database of neural codes, and then we retrieved objects based on four different
threshold values (0.60, 0.70, 0.80 and 0.85), which were selected empirically.
We are interested in retrieving objects which are closely related to the query
object by setting threshold 0.85 as maximum and 0.60 as the minimum. In other
words, we are interested in objects whose similarity score is more than 0.60 with
respect to the query object. Setting threshold as 0.85 results in objects which are
identical or more similar to the query and setting as 0.60 results in less identical.
Figure 4(a) shows the percentage (hit-rate) of objects retrieved at those threshold
values. The average hit-rate is observed to be 75.3% for threshold 0.60, and the
total time taken to retrieve all the 1454 objects was just 0.534 s.

4.5 Confidence Score Based Retrieval

Given a query object, we first determined its respective class label, and then
extracted those objects from the database which had the same label. Since
our database consist of objects detected with high confidence score (i.e. more
than 0.80), we chose three thresholds: 0.95, 0.90 and 0.85, and we retrieved
objects based on these values. Figure 4(b) shows the percentage of objects
retrieved under each object category, being the average hit-rate is 93.5% with
threshold 0.85.
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Fig. 4. (a) Percentage of object retrieval in each class using cosine similarity with
thresholds 0.60, 0.70, 0.80 and 0.85. (b) Percentage of object retrieval in each class
using confidence score with thresholds 0.80, 0.90 and 0.95.

4.6 Comparison of both Retrieval Methods

We compared both the cosine similarity and confidence score based retrieval tech-
niques with an illustration. We selected three query images containing the object
tie and, for each query, we retrieved ten images with highest cosine similarity
and confidence scores. It is observed that, using cosine similarity the resulted
images are relatively similar to the query images. Figure 5(a) shows the samples
of retrieved objects using the cosine similarity, in which query 2 is a cropped
version of query 1. Now, if we consider confidence score for retrieval, then the
algorithm first determines the class label tie, and it returns images containing
objects with the same class name. Figure 5(b) shows 10 objects with highest
confidence scores, and we observe that, these same sets of objects are retrieved
under all the three query images. In Fig. 6, we illustrate this comparison by using
2 plots, where we have selected a single image query (query 1 ). This illustra-
tion is to demonstrate the worst case scenario when we try to retrieve objects
using confidence or probability score. Figure 6(a) represents 20 objects retrieved
with highest cosine similarity scores along with their corresponding confidence
scores. Similarly, Fig. 6(b) represents 20 objects with highest confidence scores
along with their similarity scores. We can observe in Fig. 6(b) that few objects
which were retrieved using confidence has cosine similarity score less than our
minimum threshold value of 0.60. Which means, if we use confidence score for
retrieval, then we may end up with objects which are not similar to the queried
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Fig. 5. (a): Retrieval of tie using cosine similarity. (b): Retrieval of tie using confidence
score.

Fig. 6. (a) Retrieval of top 20 objects using similarity score. (b) Retrieval of top 20
objects using confidence score.

object. Moreover, since we were able to retrieve similar objects only by using
cosine similarity, we use this metric in our approach.

5 Conclusion

We have presented a query based object retrieval method, which utilises the
neural codes generated at the last layer of a CNN to describe objects. To eval-
uate our approach, we created a test-set ImageNet-IndoorObjects, which is a
subset of ImageNet comprising of objects related to indoor environments. To
speed-up the retrieval, we created a database consisting of neural codes, confi-
dence scores, bounding box coordinates and image patches with respect to each
detected object. Later, based on the neural codes and the class label extracted
from a query image, we retrieved objects from the database by using both cosine
similarity and confidence scores. Finally, we compared both the techniques and
concluded that, by using the neural codes we can retrieve objects that are more
similar to a query object. In the future, we will train a model with different
classes, and we will perform experiments with more number of query images.
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