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Abstract  
 
In this work, we present a person detection and 
tracking system for installing it in a mean of 
transport, initially, a bus. To do that, we use a 
Gaussian Mixture Model for foreground detection, 
Kalman filters to calculate and to correct the 
predicted trajectory of the detected people on the 
scene and Munkres’ algorithm to do the assignment. 
The system in the real environment is compound of 
two parts: a Raspberry PI to process the images and 
several cameras to capture the scene being the 
Raspberry PI Camera the selected one for this 
problem. 
Although the system still presents some problems like 
the fact that it detects people that walk closer each 
other as an only person, it is a promising system for 
this kind of problems. 
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1 INTRODUCTION 
 
Multiple human detection and tracking are still 
challenging problems especially in complex real 
world scenes that commonly involve multiple people, 
complicated occlusions, complex scenes or faces not 
shown. 
 
Focused in those problems, Yilmaz et al. [10] 
proposed a contour tracking method based on shape 
and colour dealing with occlusions and using mobile 
cameras. In our case, colour and texture are not 
important since we extract data from people height, 
like head and shoulders, and it has less information 
than other human parts such as the face. 
  
Also, Cao et al. [1] proposed a novel 3D object 
tracking method from a moving binocular camera. To 
effectively handle the deformable targets, these are 

first represented by a local patch-based appearance 
model. Then, to handle the partial occlusions, they 
design an effective scheme to detect and recovery it 
using depth information obtained from a moving 
binocular camera. Therefore, their proposed method 
can simultaneous capture target appearance changes 
and alleviate the drifting problem. 
 
Foreground detectors have been extensively used. 
KaewTraKulPong et al. [5] proposed an improved 
model in which shadows are taking into account. 
Muñoz-Salinas et al. [8] developed a similar method 
in which the dataset was taken from a frontal view. 
However, after applying a foreground detector, they 
use a colour model to identify people among other 
possible objects. 
 
Our proposed method is to use a foreground detector 
to, initially, be aware of where possible humans are 
and then try to track and identify them. Also, to 
reduce the error, we preprocess the images merging 
information between them. 
 
The rest of the paper is organised as follows. In 
section 2, the employed methods are explained. In 
section 3, our solution is detailed. Experiments and 
results are shown in section 4 and finally, 
conclusions are discussed in section 5. 
 
 
2 METHODS 
 
In this section the theoretical basis of the used 
methods are explained: the foreground detector, the 
Kalman filter and, finally, the Munkres’ algorithm.  
 
2.1 FOREGROUND DETECTOR 
 
In order to get the moving blobs we use a foreground 
detector, also known as background subtraction 
technique.  It is based on the work developed by 
Stauffer and Grimson [9], where a Gaussian Mixture 
Model (GMM) is used. Specifically, a mixture of 
Gaussians characterizes every pixel ( X1,...,Xt ) of the 



image. The probability of observing the current pixel 
on the time is given by (1): 
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where K is the number of distributions,  wi,t  is the 

weight of the ith Gaussian at time t with mean µi,t  
and covariance matrix

i,t
∑ .η  is the Gaussian 

probability density function. This builds the 
background model and now parameters have to be 
initialized. K can be 3 or 5 (for computational 
reasons) and the K-means algorithm calculates the 
rest of them. After that, the K Gaussians are ordered 
following the ratio w /σ  (where σ  is the standard 
deviation) in order to eliminate those that exceed 
some threshold T (Stauffer and Grimson [9] 
suggested T to be 2.5) as in the next equation (2): 
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The remaining Gaussians represent a foreground 
distribution that have to be compared pixel per pixel 
(Mahalanobis distance) with the next ones in the time 
t +1. A match is defined if the pixels are from a 
distance of less than 2.5 times of the standard 
deviation of the current distribution. In this case, the 
pixel is classified as background, otherwise, as 
foreground. Finally, the parameters are updated, 
when a match is found, given those equations, 3 to 7: 
 

wi,t+1 =(1−α)wi,t +α  (3) 
 

µi,t+1 = (1− ρ)µi,t + ρXt+1  (4) 
 

σ 2
i,t+1 = (1− ρ)σ

2
i,t + ρ(Xt+1 −µi,t+1)*(Xt+1 −µi,t+1)

T (5) 
 

where α  is the learning rate on how quickly each 
pixel is adjusting to background changes and 
 

ρ =αη(Xt+1,µi,
i
∑ )   (6) 

In the case that a mismatch is found the only 
parameter to update is: 
 

wi,t+1 =(1−α)wi,t  (7) 
 

2.2 KALMAN FILTER 
 
The Kalman filter [4] is a method that estimates a 
state of a system at time k according to prior 
measurements in time k – 1. This algorithm has two 

types of equations: update or prediction and 
measurement or correction. So the Kalman filter 
cycle is gathered in figure 1 [4]: 
 

 
 

Figure 1: Discrete Kalman filter process. 
 

P is the estimate error covariance, while Q is the 
process noise covariance. A is the state transition 
matrix so it relates the previous state in time k – 1 
with the state in time k. B relates the control input u 
with the state x. R is the measurement noise 
covariance. H relates the state to the measurement zk 
(8) given by the following equation:  

 
zk = Hxk + vk  (8) 

 
where v is the vector that contains the produced noise 
by that measurement. 
 
To sum up, this algorithm will be useful to calculate 
the predicted trajectory of the detected people on the 
scene and, also, to correct it.  
 
2.3 MUNKRES’ ALGORITHM 
 
This algorithm tries to resolve the cost assignation 
problem [7]. Initially, this issue tries to assign jobs to 
workers (represented as a matrix) so as to minimize 
the total cost. Given a square cost matrix, the 
smallest element has to be found and subtracted from 
the other ones in its row. This has to be done for each 
row. At least a zero results and, in that case, that 
position is the solution. If more zeros appear, the 
previous solutions have to be taken into account 
because no row or column can be repeated. 
 
  
3 PROPOSED SOLUTION 
 
This section describes the followed approach to 
construct the tracking system. Also, the real 
environment is described going into detail about the 
applied devices. The flow diagram of this method is 
shown below in figure 2. 
First of all, a pair of depth and RGB images is 
loaded. Then, they suffer some preprocessing issues 
to remove noise for the background substraction. 



After all, the system determines of the moving blobs 
are people or not. If they are, Kalman filter predict 
and correct the trajectories. If not, the following pair 
is analysed. When some people do not appear 
anymore, they are deleted from the system.  
 

 
Figure 2: Flow chart of the following method. 

 
3.1 PREPROCESSING IMAGES 
 
In this section, three operations are applied to the 
images in the dataset. First of all, it was necessary to 
remove a useless border in the depth images that 
difficult us gather information about them. The 
technique applied was simply identifying the rows 
and columns that added zero (black colour) and then 
just remove them. As the resulted dimensions were 
smaller, we scaled it to the same as the RGB images 
(previously converted to grey scale) by bicubic 
interpolation. Finally, we apply a height filter in 
order to extract the most valuable information, heads 
and shoulders. Due to the values of depth images 
indicate the distance in millimetres from the camera 
to the ground we wanted to obtain the first third 
(about 1.50 meters). In order to do that all the pixels 
that indicate a value less than 1500 were discarded, 
obtaining a mask. In this case, we do not consider 
people shorter than 1.5 meters, such as children. See 
figure 3. 
 

 
 

Figure 3: Heigh mask in the images. 
 

This mask is going to merge with the RGB image in 
order to replace white pixels by the grey scale ones 
as it is shown in figure 4. 
 

 
 

Figure 4: Merging mask and grey scale images. 
 
3.2 BACKGROUND SUBSTRACTION 
 
After the height mask is obtained, moving blobs are 
detected thanks to the foreground detector from 
Matlab. The parameters that we use are the following 
(See table 1): 
 

Table 1: Input arguments for foreground detector. 
 

Parameters Value 
Training images 500 
Adapt learning rate True 
Minimum background ratio 0.7 
Gaussians 3 
Initial variance 0.014 

 
As noise can be introduced and the size of every head 
is known (see section 4 for dataset description), every 
blob shorter than the minimum head size is removed.  
  
3.3 ASSIGNING TRACKS (MUNKRES’ 

ALGORITHM) 
 
After the people detection, the Kalman filter 
calculates the predicted centroids for the next frame. 
And, straightaway, the matrix cost necessary for 
Munkres’ algorithm is calculated. Rows are tracks 
(or detected centroids from background subtraction) 
and columns are the predicted centroids by Kalman 
filter. 
 
With the goal of understanding the Munkres’ 
algorithm, we would like to present the outputs of 
two real examples. Let C1 be a cost matrix where 
rows indicate three tracks and columns indicate two 
predicted centroids. Each value of the matrix 
contains the cost of assigning a particular centroid to 
a particular track, that is the Euclidean distance. So 



the minimum costs are located for each track. As the 
matrix cost can be rectangular a modified algorithm 
is applied. Taking into account the following matrix 
cost and its inherent information, we can figure out 
the results. 
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In this particular case, the new assigned tracks will 
be the first and the second because of the minimum 
cost or distance. The third track is classified as a 
possible lost track. 
 
It can be feasible having a cost matrix of more 
columns than rows, so let C2 be a matrix with 2 
tracks and 3 predicted centroids. 
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In this other situation, the assigned tracks are clear 
(first and second row with 1 and 2 of the minimum 
cost). However, talking about the centroids, the first 
column will not be assigned to any track so it is 
considered a possible new person. 
 
Thanks to this cost matrix, we are able to obtain 
assigned tracks, new centroids as being new people 
on the scene and control lost people (so that they can 
not be incorrectly identified again). This will be now 
the last part of the process. 
 
3.4 PROPROSED ENVIRONMENT 
 
In this section, we proposed a hardware prototype to 
test the application. The system has to be compound 
of two parts: a Raspberry PI to process the images 
and several cameras to capture the scene.  
 
3.4.1 Raspberry PI 
 
We started to use, initially, the B+ model. It counts 
with 512 MB of RAM and a 700MHz core in the 
CPU. A 8GB SD Card was utilized too, however, due 
to some space problems while the compilation of 
OpenCV we realized that a bigger SD Card was 
necessary.  
 
As the images processing time was too slow we 
decided to work with the new model: Raspberry PI 2 
B with 1GB and 900 Mhz quad-core in the CPU. The 
time was reduced notably.  
 
3.4.2 Cameras 
 

The following cameras were used in order to 
simulate the situation in the bus: Kinect (Xbox 360), 
ODROID and Raspberry PI Camera. First of all, 
Kinect was used in order to obtain depth and RGB 
images. It has a 3D depth sensor (composed by an 
infrared laser emitter and an infrared camera) and an 
RGB camera [6], so the depth map is built through a 
speckle pattern of infrared laser light [3] whose 
pixels indicate the distance between the object and 
the Kinect. In order to use it with the Raspberry PI 
several libraries were necessary to install: libfreenect 
and OpenKinect. However, the idea of use Kinect 
was dismissed because the distance from the bus’ 
ceiling to the floor was not the ideal one (above 3 
meters is the recommended). Secondly, we check 
ODROID camera because of its facility of use (just 
plug-and-play). Nevertheless, in pursuance of the 
minimum resolution needed with the best results, we 
inspect the third and last camera, Raspberry Pi’s 
camera. Since ODROID and PI camera have not 
measurement capabilities of depth information this 
part was omitted from the system and the 
preprocessing part was perform only with RGB 
images.  
 
 
4 EXPERIMENTS AND RESULTS 
 
The dataset that was used for testing the proposed 
method was provided by [2]. It is formed by three 
sessions each of them around 9500 images. They are 
distributed between depth and RGB images. Each 
depth image has its corresponding one in RGB. This 
is very important to do the merging process properly. 
In the sequence, it can be seen the same scene (a 
class) where people goes in and out. The camera is 
situated in the top view so no faces are seen. After 
obtaining the dataset all the heads were identified by 
Image Labeller from Matlab. 
 
The observed results are highly dependent on the 
dataset. The cases in which it works badly are the 
following. Firstly, the background substractor 
method detects people that walk very closed together 
as an only person, not several. Because of this the 
people count will always be less than the original. 
Secondly, as we mentioned before, some blobs are 
removed thanks to the size filter. But, in some cases, 
the noise is that significative that a person is 
detected. These problems can be seen in figure 5. The 
blob with id=1 is noise and the blob with id=2 are 
two people but they are detected as one. 
 



 
 

Figure 5: Problems with foreground detector. 
 

Since these minor errors have not been corrected the 
next methods experiment some miscalculations. 
However, The precision (9) of the system is around 
87.52 % (manually calculated) and the following 
figures shown that the tracking and identification of 
the targets are well constructed.  
 

precision = TP
TP +FN

 (9) 

 
The two first figures (figure 6 and figure 7) show the 
tracking result and figure 8 shows how the system 
manages people crossing. 
 

 
 

Figure 6: Detection and identification of target 1 at 
time k. 

 

 
 

Figure 7: Detection and identification of target 1 at 
time k + 1. 

 

 
 
Figure 8: Detection and identification of targets 1 and 

2 while they are crossing at time k + 2. 
 
 
5 CONCLUSIONS 
 
A tracking and counting people system has been 
developed. Different hardware technologies have 
been used: Raspberry PI (model B+ and 2 B), Kinect 
360, ODROID… and software technologies as well: 
Matlab, Python, Scikit and OpenCV. 
 
We use GMM, Kalman filters and Munkres’ 
algorithm for foreground detection, calculating the 
trajectory, detecting people and doing the 
assignment. 
 
Images have suffered a preprocessing in order to 
remove all the possible noise and, in that way, reduce 
the error. The results are promising, however, some 
perturbations are not eliminated and produce 
mistakes that propagate over the next methods. 
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