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Abstract

Recognizing infrequent or emerging named entities in a user-generated text is

a challenging task, especially when informal or slang text is used. Some recent

works propose to use a gazetteer to solve this problem, but this solution is not

general because the gazetteer is task-specific and its maintenance is costly. In

this paper, we overcome this drawback by presenting Local Distance Neighbor

(LDN), a novel feature that substitutes the gazetteer and makes that the model

obtains state-of-the-art results. LDN captures an initial guess for each input

token based on the categories of its neighboring tokens within an embedding

space. We evaluated the proposed network on the W-NUT-2017 dataset, and

we obtained the state-of-the-art F1 score for the Group, Person, and Product

categories. We employed our new feature together with the model proposed

by Aguilar et al. to recognize named entities in the Tor Darknet related to sus-
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picious activities associated with weapons and drug selling. After increasing

the samples of the W-NUT-2017 dataset with 851 manually annotated entries,

we repeated our evaluation in this extended version of the dataset, achieving

entity and surface F1 scores of 52.96% and 50.57%, respectively. Furthermore,

we demonstrate that our proposal can be useful for Law Enforcement Agencies

in mining the textual information in the Tor hidden services, being especially

adequate for the Group, Person, and Product categories.
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1. Introduction

The Named Entity Recognition (NER) models aim to locate and classify a

previously unknown word in a text, as a specific type of entity, such as a loca-

tion, a name of a person or a product brand, among others. Those words are

denominated as the Named Entities (NE) and are used in several applications of

Natural Language Processing (NLP) such as text summarization [1], life events

detection [2], contents filtering and monitoring [3], trends detection [4], or even

mining the Surface Web and the social networks [5, 6]. In addition to the uses

above, NER systems are widely exploited in the field of Decision Support Sys-

tems such as fake news identification [7], crimes patterns analysis [8], criminal

networks extraction [9], and for detecting the influential members of a crimi-

nal organization [10]. These NEs are considered as a cornerstone for building

a knowledge graph that depicts the relationships between the recognized enti-

ties [11, 12]. However, to the best of our knowledge, NER has not been used to

analyze the onion domains of the Tor network, and our research comes to fill in
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this gap.

“The Onion Router”1 (Tor) is one of the most popular Darknet networks,

distinguished from the Surface Web by its high level of anonymity and the pri-

vacy provided to its users [13, 14]. Consequently, this network drew the atten-

tion of suspicious services traders to promote their business and to create new

unlawful marketplaces and forums websites, that are denoted by Hidden Ser-

vices (HS) in the Tor community. The Tor network poses new challenges to the

Law Enforcement Agencies (LEAs), which strive to monitor the HS of the Tor

network by employing the state of the art techniques and algorithms to identify

suspicious activities in the Darknet networks [15, 13, 16].

Traditional methods of recognizing Named Entities (NE) use a predefined

list of keywords, whose creation is time-consuming and hard to maintain. Also,

these lists become outdated shortly due to the presence of new emerging terms

or rare entities. Furthermore, the problem becomes even more complicated

when the keywords lists need to be maintained in different languages. There-

fore, there is a need for an automatic NER system that adapts content published

to dynamic environments like onion domains or social networks. NER task be-

comes complex in the Tor network, mainly due to two factors. On the one hand,

the limited amount of supervised training samples and the difficulty of reach-

ing online HS. On the other hand, the low quality of the input text, which it has

been demonstrated that has an impact on the performance of any NLP based

system [17, 18]. For example, well-structured text quoted from a newspaper is

easier to understand than short text from an online HS. In the first case, the

1www.torproject.org
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capital letters and the punctuation marks are carefully reviewed, while short

text from Tor, or other similar sources, frequently contains syntax mistakes and

improper grammatical structures. In addition to slang words, informal abbre-

viations and expressions are used to refer to illicit entities and, in particular,

to products. For example, the Cocaine has more than 20 street names such as

candy, Mama coca, smoking gun or even sweet stuff 2. These NE are subject

to change and evolve, which leads to emerging terms or unusual entities, as

described above. Therefore, employing NER to such a dynamic environment,

where hundreds of domains are daily introduced, would ease the task of moni-

toring Tor, when trying to detect current or emerging products. At present, the

result of this work is being used by the Spanish Police Forces to recognize NE in

onion domains of the Tor Darknet.

In collaboration with the Spanish National Cybersecurity Institute (INCIBE3),

we develop machine learning solutions to facilitate Spanish police duties in

monitoring the content of the Darknet networks. Some of the proposed meth-

ods rely on applying Computer Vision [19, 20, 21] and on NLP [15, 22, 13, 23] to

solve cybersecurity problems. We worked on detecting the hidden services that

present suspicious content that is considered illegal, according to the Spanish

LEAs. To this end, we built a supervised text classifier to categorize the HS into

legal and illegal activities [15]. We also introduced a novel method to recog-

nize emerging drugs in the hidden services of the Tor network. To this end,

we proposed a semi-automatic algorithm to detect those trending drugs that

have the drawback of requiring a predefined list of drug names to measure their

2https://www.thetreatmentcenter.com/resources/drug-slang/
3In Spanish, it stands for Instituto Nacional de Ciberseguridad de España
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emerging status. In our last work [13], we proposed a new algorithm for ranking

the suspicious HS according to their influence on the onion domains commu-

nity, measured using link-based ranking algorithms similar to PageRank [24]

but without taking advantage of any content-based measure drawn from the

textual or the visual contents.

In this work, we tackle the problem of recognizing named entities (NE) in

suspicious onion domains, with the purpose of using those NE as an input for a

content-based ranking algorithm, or even to improve the previously proposed

emerging drugs detection algorithm into a fully automatic one after feeding it

with the drug names detected by the NER system [22]. Another critical appli-

cation of NER systems into onion domains would be to provide to LEA with a

list of entities for each onion domain more precise and richer than commercial

tools, such as Elasticsearch NER 4 [25]. In Tor Darknet, NER can return people

names and nicknames, market names, shipping addresses, or even references

to groups or terrorist organization names.

In this paper, we present an end-to-end neural network architecture to rec-

ognize emerging and infrequent named entities in noisy user-generated text.

The proposed work is inspired by the model of Aguilar et al. [26] but with

two significant differences. First, our network does not depend on any exter-

nal knowledge resource like a gazetteer, which is costly to build and domain-

dependent. Second, we introduce a novel feature, that we call Local Distance

Neighbor (LDN ), to substitute the use of any external knowledge resource. More-

over, we present an application of the proposed model to recognize the named

4https://github.com/bnafziger/elasticsearch-ingest-opennlp
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entities within the Tor hidden services (HS) related to suspicious activities such

as weapons trading and drug smuggling. For this purpose, we adapted the

W-NUT-2017 dataset5 [27] by introducing annotated samples extracted from

the commented HS domains. The additional samples were extracted from the

Darknet Usage Text Addresses (DUTA) dataset6 [15] and used to extend the W-

NUT-2017.

The rest of the paper is organized as follows. Section 2 presents the related

work. Next, Section 3 explores the baseline NER model proposed by [26] on

the W-NUT-2017 dataset. After that, Section 4 describes the construction pro-

cedure of the LDN feature and the network architecture proposed. Later on,

in Section 5 we explain the process of extracting and building the new samples

that were used to boost the W-NUT-2017 dataset. After that, in Section 6 we

present the experiments settings. In Section 7 we analyze our findings and dis-

cuss the results. Finally, in Section 8 we review our conclusions and we point

out some directions for future works.

2. Related Work

Several researchers have addressed the problem of recognizing textual en-

tities within an input text [28, 29]. Before the rise of deep learning techniques,

Supervised Learning (SL) methods were dominating the field using handcrafted

features, which are expensive to build and maintain [30, 31]. McCallum et al.

[32] trained a Conditional Random Fields classifier (CRF) and achieved F1 score

5http://noisy-text.github.io/2017/emerging-rare-entities.html
6http://gvis.unileon.es/dataset/duta-darknet-usage-text-addresses/
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of 84.04% on CoNLL2003 dataset7 [33], while Asahara et al. [34] used Support

Vector Machine (SVM) classifier. However, automatic feature extraction us-

ing deep learning techniques helped the researchers to propose better models

[35, 36]. Lample et al. [37] presented a neural network model using Recurrent

Neural Networks (RNN), specifically, a Bi-directional Long Short-Term Mem-

ory (Bi-LSTM) to capture features of the input tokens and another one for their

characters sequences. Next, the output is fed into a CRF layer to take advantage

of the sequential constraints in the input text, resulting in a model with an F1

score of 90.94%. Greenberg et al. [38] built an NER system on top of Lample’s

model and used multiple CRFs to recognize biomedical NEs. Ma et al. [39] used

a neural architecture similar to Lample, but instead of employing Bi-LSTM for

the characters sequences, they used a Convolutional Neural Network (CNN)

and had an F1 score of 91.21%. However, even though Ma’s model had a higher

F1 score than Lample’s, Reimers et al. [40] reported that by re-training their

models multiple times but with different random seeds, the latter achieved an

average F1 score higher than Ma’s model. Lastly, Yang et al. [41] used Trans-

fer Learning (TL) technique and achieved an F1 score of 91.26% on the same

dataset. Apart from the neural network NER models, Tran et al. [42] proposed

an approach depends on Active Learning and Self-Learning techniques along

with CRF to recognize four categories of NE on Twitter.

Despite the competitive results obtained by the previously commented meth-

ods on the CoNll2003 dataset, which is cropped from Reuters news stories, the

performance drops sharply when we apply them to datasets of user-generated

7https://www.clips.uantwerpen.be/conll2003/ner/
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text such as the user’s post in social networks, their comments on online fo-

rums, or their messages in chatting applications [43, 44]. Mishra et al. [45]

developed a semi-supervised technique based on handcrafted textual features

with an external knowledge resource, a gazetteer. Recently, a shared task es-

tablished by the Workshop of Noisy User-generated Text (W-NUT) [46] to de-

tect named entities in noisy text, and several models were presented [47, 48].

In 2017, the W-NUT announced a more challenging task that targets emerging

and rare entities in a noisy user-generated text cropped from Twitter [27] and

attached it with a dataset called the W-NUT-20178. Lin et al. [18] proposed a

neural network model with F1 score of 40.42%, while Von Däniken et al. [49]

used TL and achieved F1 score of 40.78%. Ultimately, the model of Aguilar et

al. [26] was ranked in the top position with an entity and surface F1 scores of

41.86% and 40.24% respectively. However, their model depends on an external

data resource, a gazetteer. Several researchers incorporated gazetteers to cap-

ture further features from the input text [45, 26, 50, 51, 52]. However, its usage

is considered a limitation due to the difficulties of building and maintaining it

up-to-date to cope with new terms and entities.

Recently, several researchers presented contextualized embedding approaches

that showed promising performance on various NLP tasks [53, 54, 55]. Akbik et

al. [53] presented a novel approach for text representation using contextual-

ized character-level word embedding, which surpassed the model of Aguilar et

al. on downstream tasks, such as NER. They obtained an F1 score of 49.49%9

8https://noisy-text.github.io/2017/emerging-rare-entities.html
9This result was obtained after using the training and the development set to train the model.

However, with the training set only, the result drops to 45.38%.
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on the W-NUT-2017 dataset. Furthermore, in their improved model [56], they

introduced a pooled contextualized embedding technique, which achieved a

state-of-the-art F1 score on the CoNLL2003 dataset of 93.18% but a tiny im-

provement on the W-NUT-2017 datasets with an F1 score of 49.59%.

3. Baseline Model Description

Given the objective of this paper to propose an automatic approach that

replaces gazetteers, we adopt the model of Aguilar et al. [26] as a baseline to

compare our proposal. The model involves three categories of features: char-

acter, word, and lexicons (see Fig. 1).

Figure 1: The baseline architecture proposed by Aguilar et al. [26] (left chart), while the right

one illustrates the proposed network where we introduced LDN and omitted the binary output

(right chart).
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• Character: an orthographic encoder is used to represent the characters

of an input token to reduce the sparsity of the character features [47]. The

encoded characters are embedded into aRd×t embedding space, where d

is the dimension of the features per character, set to 30, and t denotes the

word length threshold, set to 20, whereas the longer tokens are trimmed

and the shorter ones are padded. Next, the authors apply 2-stacked con-

volutional layers with a global average pooling [57]. Finally, the output is

passed into a fully-connected network with a Rectifier Linear Unit (ReLU)

activation function [58].

• Word: two different codifications are used to represent a word. First,

a pre-trained word2vec word embedding model that was trained on a

dataset quoted from Twitter with a vocabulary of 3,039,345 words, each

word was represented by a dense vector of 400-dimensions [59]. Sec-

ond, using the CMU Twitter POS tagger [60], part-of-speech (POS) tags

are generated for each word in the dataset. Next, the authors create an

embedding for the POS tags initialize randomly using a uniform distri-

bution. The word embedding and the POS tags embedding are concate-

nated to form the final representation of an input word. Finally, the re-

sulted embedding is passed into a Bidirectional Long Short-Term Mem-

ory (Bi-LSTM) [61] to learn features about the context of the input word.

• Lexicon: the model of Aguilar et al. [26] uses an external knowledge re-

source, a gazetteer, proposed by Mishra et al. [45]. A binary vector of M

dimensions represents each word, where M refers to the number of en-

tity types. For the W-NUT-2017 dataset, M = 6, having one dimension
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per class. Each element of the vector is set to 1 if that word appears in the

gazetteer of the corresponding class, and to 0 otherwise. Finally, the lexi-

cal vector of the input token is passed into a fully-connected layer with a

ReLU activation function.

• Multi-task network: the characters, the word, and the lexical vectors are

passed into a common dense layer of 100 neurons with a ReLU activation

function. Next, it is fed into a unified model consisting of (i) NE segmen-

tation of a single-neuron with a sigmoid activation function and (ii) NE

categorization layer of 13-neurons with a softmax activation function.

• Conditional Random Field: to account for the sequential constraints in

the input text, the authors apply a Conditional Random Fields (CRF) clas-

sifier [62] over the NE categorization output of the trained neural net-

work.

4. Methodology

4.1. Local Distance Neighbor Feature

As we already indicated, in this paper, we propose a new feature, LDN ,

inspired by the way a human tries to figure out the meaning of an unknown

term or an ambiguous word inside a text document. One possible way is to

use knowledge resources, such as a gazetteer or a dictionary [63]. Another

way could be to look for tokens that are semantically-similar to the ambigu-

ous term. Once these tokens are defined, probably the ambiguous term will be

more understandable. LDN tries to emulate this behavior by considering that
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each input token is ambiguous, i.e., does not have a tag, and turns to its tagged

semantically-similar tokens to identify it.

In practice, the tagged vocabulary of a training set refers to a knowledge

resource, where each training token has an embedding vector within an em-

bedding space. We evaluate the similarity between the embedding vector of

the ambiguous query token, i.e., the one with an unknown tag, and the embed-

ding vector of every token in the training set. Next, we sort them, based on the

similarity of their embedding vectors, in a descending order to obtain a list of

tokens ordered by their semantic similarity to the query token [64]. The LDN

algorithm considers the top-X semantically-similar tokens, and according to

the tags of the tokens, it provides an initial guess for the potential categories of

the ambiguous query token.

For example, if the query token is Barcelona, the LDN will look for its semantically-

similar tokens which can be Madrid: Location, Spain: Location, Liverpool: Group.

Accordingly, LDN concludes that Barcelona tends to be a name of a Location or

a Group but neither a name of a Person, nor a Product, and nor a Corporation.

We use a vector to represent this correlation for each token, and we refer to the

generated array of vectors as the LDN feature.

This LDN matrix has a shape of (N , M+1) where N corresponds to the num-

ber of unique tokens in the studied dataset and M denotes the number of cate-

gories, whereas the additional value will be used to refer to the Outside tag, i.e.

regular words that are not considered as named entities.

4.2. LDN Algorithm Description

The LDN algorithm consists of two phases 1) the initialization phase, which

is triggered only once to look up the embedding vectors of the training tokens.

12



2) The accumulation phase, which is called for every token to assign an initial

guess about the potential tag or set of tags to the input query token. We refer

to the potential tags of a token as the trend of that token. When training a NER

system, both phases are called sequentially. In contrast, when the NER system

is used for prediction or testing, only the accumulation phase is required. Fig.

2 shows an overview of the algorithm and presents an example where the LDN

vector is obtained for query token Cordoba.

4.2.1. Initialization Phase

This phase is summarized in Algorithm 1 and detailed in the following. For

each input token k in the training set, we evaluate three parameters. First, ~Vk

the embedding vector of k within an embedding space. In the case of Out Of Vo-

cabulary (OOV), we call a pre-processing function to remove the special char-

acters if exist and to split the token on the capital letter characters, for example,

the location entity #EiffelTower becomes Eiffel Tower. When the input token

returns more than one token after the splitting, the embedding vectors of the

parts are averaged [65]. However, if none of them have an embedding, i.e., all

the parts of the query token are also OOV, the LDN vector is assigned a 0 for

each category dimension and 1 for the Outside dimension, meaning that this

token is related only to the Outside category. This procedure is encapsulated

under the function embed() (line 4) in Algorithm 1.

The second parameter is the category name c of the token k, which refers

to the tag of the token regardless of being a Beginning or an Inside. Finally, the

frequency of the token k, when it has been tagged as c is denoted by f . The

function TokenFreq() calculate this frequency per token (line 5). The obtained

frequency f expresses the confidence of having the token k from the category

13



Figure 2: Procedure to build the Local Distance Neighbors (LDN ) feature given an embedding

space of the training set and a query token, e.g., Cordoba. First, in the Initialization Phase, we

create the Category-Token (CT) list, where each training token has a category (c), a frequency

( f ), and an embedding vector (~Vk ). Next, in the Accumulation Phase, we compute the cosine

distance between the query token and every token in the training embedding space. Afterward,

we sort them in descending order according to the similarity score to the query token and select

the top-X neighbors. Additionally, we calculate the Category-Frequencies (CF) list for the top-X

tokens. Finally, the gathered information is fed into the LDN formulae to evaluate the trend

of the query token. In our example, we concluded that the token Cordoba has a probability of

0.85% to be tagged as a Location, 0.10% as a Group, and 0.05% as an Outside word.
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c. Next, the resulting three parameters - the embedding vector ~Vk , the category

c, and the frequency f of the token k - in addition to the token k itself, are

appended into the Category-Token (C T ) list (line 6) in the Algorithm.

Algorithm 1 Computes the initialization phase for the LDN feature
1: function INITIALIZELDN(tr ai nTokensX , tr ai nTokensy )

2: C T = []

3: for (k,c) in (tr ai nTokensX , tr ai nTokensy ) do

4: ~Vk = embed(k)

5: f = TokenFreq (k)

6: C T .append([k,c, f ,~Vk ])

7: end for

8: return C T

9: end function

4.2.2. Accumulation Phase

It determines the trend of an input token with respect to M +1 categories as

shown in Algorithm 2. Given the input query token k with an embedding vector

of ~Vk (line 2), the cosine similarity between ~Vk and each vector of the training

set tokens ~Vi is calculated using the function sim() (line 5) following Eq. (1).

si m(i ,k) =
~Vk ·~Vi∣∣~Vk

∣∣ · ∣∣~Vi
∣∣ . (1)

Next, the embedding vectors of the tokens are sorted in descending order

according to their similarity to the embedding of k using the function Sort()

(line 8). The similarity list is cut on the top-X using the Cut() function (line 9) to
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form a list Candidate Set (C S). The C S holds the neighbors of k, its semantically-

similar tokens in the training embedding space. After that, the C S elements are

grouped according to their tags to return a 1D vector of dimension M+1, called

Category-Frequency (C F ). It refers to the frequency of each tag in the C S. In the

case a tag does not exist in the C S, it is replaced by 0. This procedure is carried

out by the function Group() (line 10). Then, the LDN ′ value of token k with

respect to the category c is evaluated according to Eq. (2) (line 12).

LDN ′
(k,c) = e si m(k,i )(1+C T(i ,c)) (2)

Where C T(i ,c) corresponds to the number of times the token i has occurred

with the category c in the training set, which expresses the confidence of the

tag. The term LDN ′
(k,c) represents the likelihood that the query token k belongs

to the class c. Hence, LDN ′
k is a likelihood vector for the query token k over the

categories.

After that, we penalize LDN ′
k vector according to C F , as shown in Eq. (3)

(line 14).

LDN ′′
k = LDN ′

k,c ×C Fc | c ∈C (3)

Where the resulting LDN ′′
k refers to the penalized LDN ′

k vector of the token

k, C Fc is the frequency of the category c in the top-X neighbors, and C is the

tags set.

In our experiments, we realized that the majority of the entities could be

regular words, for example, the word Just in the name of JustEat corporation.

To capture this fact, we added an adjustable noise parameter α to the category

16



Outside only, and we set it empirically to 1, as shown in Eq. 4 (line 15).

LDN ′′′
k =

LDN ′′
(k,c) +α, if c =Out si de

LDN ′′
(k,c), otherwise

(4)

Finally, we normalize the LDN ′′′
k for a range between 0 and 1 (line 16), ob-

taining the LDNk vector of the token k.

Algorithm 2 Computes the accumulation phase for the LDN feature
1: function ACCUMULATELDN( C T , quer yToken, top −X )

2: ~Vk = embed(quer yToken)

3: C S = []

4: for (i , c, _, ~Vi ) in (C T ) do

5: s = sim(~Vi , ~Vk )

6: C S.append( [i , s, c])

7: end for

8: C S = Sort (C S)

9: C S = Cut (C S, top −X );

10: C F = Group (C S, unique(c))

11: for (i , s, c) in (C S) do

12: LDN ′
(k,c) = e s (1+C T[i ,c]) . Eq. (2)

13: end for

14: LDN ′′
k = Penalization(C F , LDN ′

k ) . Eq. (3)

15: LDN ′′′
k = AddNoise(LDN ′′

k ) . Eq. (4)

16: LDNk = Normalize(LDN ′′′
k )

17: return LDNk

18: end function
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4.3. End-to-End Model

Our proposal adopts the network architecture presented by Aguilar et al.

[26] but introduces the LDN feature that substitutes gazetteers. The LDN of

the training tokens is fed into a fully-connected layer of 32 neurons with a ReLU

activation function. Next, this layer is connected to the common dense layer in-

troduced by the original model. Another difference with Aguilar’s architecture

is that we omitted the segmentation task, but we kept the fine-grained one, and

therefore, our proposal is a single-task network.

5. Adapting the W-NUT-2017 for the Tor Domains

5.1. Why to Extend the W-NUT-2017

One of the limitations of building a NER system for the Tor domains is the

lack of training data that are extracted from domains practicing suspicious ac-

tivities in the Tor network. Considering that, we realized that extending the

W-NUT-2017 dataset with samples extracted from the Tor domains might solve

the problem for the following reasons:

1. To the best of our knowledge, it is the state-of-the-art dataset for noisy

user-generated text.

2. Based on the experience we earned during labeling DUTA dataset [15],

we observed that the W-NUT-2017 mimics the text of the Tor Darknet

domains as both include user-generated text in slang and contains im-

proper grammatical structures.
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3. The W-NUT-2017 dataset holds a wide variety of categories including prod-

uct, person, location, group, corporation, and creative-work, which are

interesting for any LEA, according to the feedback we have received.

5.2. Extending Procedure

Darknet Usage Text Addresses (DUTA) [15] is a publicly available dataset10

for the Tor hidden services, and holds 6831 samples classified into 26 classes in

which 8 contain contents suspicious to be illegal. To extend the W-NUT-2017,

we accounted for samples from the Drugs and Weapons categories.

Thanks to the collaboration between the Spanish LEAs with INCIBE, the lat-

ter provided us with lists of keywords related to the commented activities. In

addition to online websites that provide informal definitions of weapons and

common street names of drugs, such as Urbandictionary11. We appended to

those lists expressions and terms presented in the report of the National Insti-

tutes of Health in 201212. Next, we extracted the sentences that contain those

keywords and labeled them manually using BIO encoding [27]. The annotated

dataset holds 851 samples extracted from DUTA, with 1200 unique tokens and

spread over the same categories of the W-NUT-2017 dataset (Table 1). We refer

to the extended version of the W-NUT-2017 dataset by “Noisy User-generated

Text on Tor” (NUToT), and it is publicly available 13.

10http://gvis.unileon.es/dataset/duta-darknet-usage-text-addresses/
11www.urbandictionary.com
12https://www.drugabuse.gov/sites/default/files/cadchart_2.pdf
13http://gvis.unileon.es/dataset/nutot/
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Table 1: Statistics of the new Named Entities used to extend the W-NUT-2017 dataset. It shows

the number of NE introduced in each category. The last row, Total Samples, represents the

number of samples in the dataset with respect to each portion.

Category Entities Count per Category

Corporation 64

Group 37

Location 72

Person 7

Creative-work 0

Product 1020

Total Entities 1200

Total Samples 851

6. Experimental Settings

The experiments were carried out on the datasets offered by the coordina-

tors of the W-NUT-2017 shared task [27] (Table 2) and on its extended version

NUToT. To evaluate the performance, we used the entity and surface F1 scores

as explained in the shared-task paper14.

Regarding the LDN feature, we set the number of the top local neighbors

empirically to 5 because we observed that increasing the number of neighbors

produced worse results and more noisy neighbors, whereas decreasing them

biased the result to very few neighbors. Since we adopted the model of Aguilar

14The evaluation script is available online at the website of the WNUT shared task https:

//noisy-text.github.io/2017/files/wnuteval.py
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et al. [26], and for a fair comparison, we left the model hyper-parameters to

their default values as described in the original paper. In particular, we used

half of the development set as a validation set, and we appended the left half to

the training set. Early stopping criteria is used to control the number of train-

ing epochs, which is triggered if there is no further improvement on the valida-

tion set during 20 epochs of training. In our experiments, for the WNUT-2017

dataset, 226 training epochs were used.

Additionally, we examined the effect of the employed tasks in the multi-task

network on the performance by trying the following three scenarios. First, we

measured the original multi-task network, which holds both tasks, Binary and

Fine-Grained, and we denote them as B and FG , respectively. The B task has

one single-neuron layer with a sigmoid activation function, and it determines

whether the input token is an entity or not. The FG task has 13 neurons with

a softmax activation function and it indicates the category of the input token

and whether it is a Beginning, an Inside or an Outside tag using BIO encoding.

The second scenario uses a single-task for the network by removing the B task

and keeping the FG . Finally, in the third scenario, we introduced an additional

fine-coarse task, which we denote as FC , which indicates the category of the

input token regardless of being a Beginning or an Inside tag. Accordingly, the

FC has 7 neurons layer with a softmax function, 6 of them for the 6 categories

of the W-NUT-2017 dataset and 1 for the Outside tag.

Regarding the extended version of the W-NUT-2017 dataset, we considered

80% of the samples for training and 20% testing the model, while the other pa-

rameters are kept the same. The experiments were conducted on a PC with an

Intel(R) Core(TM) i7 processor with 32 GB of RAM under Windows-10. We used
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Python3 with Keras framework15 for the implementation.

Table 2: Statistics of the W-NUT-2017 dataset.

Category #Training #Development #Testing

Corporation 140 32 60

Group 231 38 141

Location 434 68 125

Person 546 399 376

Creative-work 127 100 136

Product 126 109 117

Total Entities 1604 746 955

Total Samples 3394 1009 1287

7. Results and Discussion

7.1. Comparison with the state-of-the-art

Given the W-NUT-2017 dataset, the goal was to label every token in the BIO

scheme (B : beginning, I : inside, O: outside). We report the state-of-the-art per-

formance, as well as various configurations of our proposal to measure the con-

tribution of each task in the multi-task network (B : binary, FC : fine-coarse, and

FG : fine-grained) and each input component (W : word, C : char, G : gazetteer,

and LDN : local distance neighbor):

15https://github.com/fchollet/keras
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• W-C-G/ B-FG: it represents the baseline model as it considers the features

of the tokens, characters sequences of each token, and a gazetteer. The

network has binary and fine-grained tasks only.

• W-C-G/ B-FC-FG: it has a similar input to the previous one, but the net-

work has an additional FC task.

• W-C-G/ FG: the inputs are similar to the first one, but only the FG task

was used, which makes it a regular network with a single-task.

• W-C-LDN/ B-FG: it substitutes the gazetteer input with the LDN feature,

while it preserves the multi-task proposed in the baseline model.

• W-C-LDN/ B-FC-FG: it has similar input to the previous one but intro-

duces the FC task.

• W-C-LDN/ FG: it is a single task network, only FG , with similar input to

the previous one.

We realized that by running the experiments several times but changing only

the seed value of the random number generator, the results slightly vary [40].

Therefore, we re-ran the implementations 10 times and measured the average

entity and surface F1 score results.

Table 3 presents a comparison between the model of Aguilar et al. [26], the

model of Akbik et al. [56], and the previously commented proposals on the

W-NUT-2017 dataset. Using the LDN feature instead of the gazetteer and with-

out any change to the network tasks, we obtained a performance better than

Aguilar et al. model. The average entity and surface F1 scores have increased
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from 41.84% to 46.11% by 4.27% and from 39.95%16 to 45.74% by 5.79%, re-

spectively. However, the proposal of Akbik et al. obtains an entity and surface

F1 scores of 49.92% and 49.11%, respectively.

Table 3: A comparison of the averaged F1 score between Aguilar et al. model (underlined),

Akbik et al. model, and our proposals on the W-NUT-2017 dataset. The Avg. and the Std. dev.

abbreviations stand for the average and the standard deviation, respectively. The values in bold

are the best scores across the proposals.

Model
Network

Tasks

Avg. F1 score

(entity) %

Std. dev.

F1 (entity)

Avg. F1 score

(surface) %

Std. dev.

F1 (surface)

W-C-G

B-FG 41.84 0.62 39.95 0.74

B-FC-FG 41.68 0.97 39.92 0.95

FG 42.20 0.51 40.39 0.64

W-C-LDN

B-FG 46.11 0.89 45.74 0.90

B-FC-FG 46.17 0.85 45.74 0.91

FG 46.47 0.55 46.02 0.54

Akbik et al.17[56] FG 49.92 - 49.11 -

Furthermore, Table 3 shows that the usage of a single-task network, with a

FG task only, is capable of achieving even better performance than the multi-

task one [26]. Our proposal W-C-LDN/ FG has an entity and a surface F1 scores

of 46.47% and 46.02%, respectively. And, as it can be observed, this is also appli-

cable to Aguilar et al. model because, in our experiments, it obtained an entity

16Aguilar et al. [26] reported the maximum value for the entity F1 score as 41.86% and the

surface F1 score of 40.24%. However, here we are comparing with the averaged F1 scores.
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F1 score of 42.20% and 40.39% for the surface one with a FG task only.

Out of the 10 executed runs, Table 4 reports the highest result obtained of

47.28% and 46.96% for entity and surface F1 score, respectively. The table com-

pares our proposal with Aguilar et al. and Akbik et al. models, and it shows

that Aguilar et al. approach enhanced with LDN feature, i.e., W-C-LDN / FG,

outperforms Akbik et al. work in three categories: Product Person, and Group.

These results make our approach, W-C-LDN / FG, more suitable that Akbik’s

proposal for the application of detecting NE on Tor darknet.

Table 4: The entity F1 score using W-C-LDN/ FG proposal, Aguilar et al. model, and Akbik et

al. model on the W-NUT-2017 dataset respecting each category. The bold values refer to its

superiority in terms of the F1 score metric.

Category
Aguilar et al.

model F1 (%)

Akbik et al.

model F1 (%)

Our Proposal

W-C-LDN/ FG F1(%)

Entity Surface Entity Surface Entity Surface

Corporation 28.57 23.40 37.84 37.62 29.93 28.12

Creative-work 11.63 12.05 30.62 27.72 24.36 23.85

Group 25.10 22.55 29.08 27.87 34.52 33.03

Location 51.90 49.79 61.70 59.26 53.83 55.22

Person 58.95 57.41 64.53 64.63 65.34 64.74

Product 15.38 14.10 25.56 23.21 41.41 38.31

Total 41.94 39.73 49.92 49.11 47.28 46.96

17Thanks to FLAIR framework (https://github.com/zalandoresearch/flair), we re-
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Fig. 3 reports the growth of the entity F1-score measure over the training

and validation sets using the best proposal, i.e., W-C-LDN/ FG. It shows that af-

ter 226 training epochs, we yield a training and a validation F1 scores of 66.68%

and 49.08%, respectively. At this point, when the training is terminated, we

obtained a test F1 score of 46.20%. Next, after training a CRF classifier, the per-

formance boosted to 47.28%.

Figure 3: Performance in terms of F1 score over the training and validation sets. The X-axis

refers to the training epochs, while the Y-axis indicates the F1-score.

produced the results on the W-NUT-2017 on the category level.
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7.2. Extended version of the W-NUT-2017 Dataset (NUToT)

We compared the best proposal observed for the W-NUT-2017, i.e., W-C-

LDN/ FG, with the models Aguilar et al. and Akbik et al. on the extended version

of the W-NUT-2017 dataset (Table 5). Since the model of Aguilar el al. requires

an external knowledge resource, we followed the same procedure explained in

their work to construct the gazetteer.

Table 5 shows that our proposal outperforms the benchmarked models with

an entity and surface F1 scores of 52.96% and 50.57%, respectively, representing

the baseline results for the NUToT dataset we created. Similarly to the previous

result, our proposal obtained state-of-the-art results on the categories Person,

Group, and Product on the NUToT dataset.

It is worth mentioning that the category Products has the highest increment

in terms of entity and surface F1 scores because most of the added samples

referred to that category. Another possible reason behind the F1 score increase

is related to the nature of product names found in the category of drugs and

weapons. The drug names are close in the embedding space. So, when a new

drug name is introduced, the LDN can guess its category with high confidence,

and the same scenario occurred with the weapons. Indeed, when the tokens

of a given category are close semantically, we get the most benefit of LDN. In

contrast, the categories creative-word and Corporation suffer from the lowest

F1 score due to the sparsity of their entities tokens. For example, the individual

words of a creative-work entity such as Beauty and the Beast are possible to fall

under several categories, while the words of a product entity like Sauer P229S

are less likely to be under any other category as they refer to a weapon model.

We consider that this advantage is, at the same time, a drawback in the LDN
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algorithm that we look forward to handling it our future research.

Table 5: A comparison between Aguilar et al. [26] approach W-C-G/ B-FG, Akbik et al. model

[56], and our proposal W-C-LDN/ FG on the extended version of the W-NUT-2017 dataset. The

Products entities obtained the highest entity and surface F1 scores of 63.15% and 61.57%, re-

spectively.

Category
Aguilar et al.

model F1 (%)

Akbik et al.

model F1 (%)

Our proposal

F1 (%)

Entity Surface Entity Surface Entity Surface

Corporation 18.96 19.46 29.36 31.91 21.92 20.94

Creative-work 18.86 21.35 26.58 23.14 22.83 24.31

Group 21.14 22.54 23.38 23.36 26.39 27.91

Location 35.06 33.10 60.43 61.00 54.58 54.87

Person 61.48 61.01 62.05 61.86 62.15 62.36

Product 53.25 53.53 53.64 51.95 63.15 61.57

Total 44.73 43.29 52.17 50.53 52.96 50.57

7.3. Insights on NER for Tor Marketplaces

According to Table 1, the category Product is the most popular tag in the

Tor domains because nearly all the analyzed onion domains are marketplaces

of drugs and weapons.

During labeling NUToT dataset, we realized that the majority of the labeled

product entities in the drugs and weapons domains present their products as a
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grid of photos and under each photo the name of the corresponding product.

Another style of product presentation is to show just a list of products, and the

customer can click on any of them to open a new page with more detailed in-

formation about it (Fig. 4). These two exposition techniques let the products

entities orphan, with no context or with a short context. In the NUToT dataset,

the most frequent sentence length is 3 to 6 tokens (e.g. “1G Ice Hash 0.166”

sentence has 4 tokens).

In contrast, the W-NUT-2017 dataset the length ranges between 13 and 17

tokens per sentence. Hence, NER systems that utilize the context of the targeted

entities only would struggle, and here where the LDN feature can fit the best.

Nevertheless, if a token does not have a corresponding embedding vector, will

not take advantage of the LDN.

7.4. When to use the LDN Feature

The advantage of our work is twofold: first, the LDN feature offers a sim-

ple but powerful technique to substitute the gazetteers, which have been used

as an external resource of knowledge by several researchers [45, 26, 52, 50, 51].

This results in an NER architecture that does not depends on external resources.

Second, it provides an end-to-end solution to recognize named entities in the

onion domains of the Tor network. As we showed in Table 4, our model out-

performs the work of Aguilar and competes for the model of Akbik in three cat-

egories in the W-NUT-2017 (Person, Product, and Group). Furthermore, our

proposal surpasses both models in terms of the F1 score metric when tested

on the extended version of the W-NUT-2017 dataset (NUToT), as we showed in

Table 5. Thanks to the design of the LDN feature, it exploits the high cosine

similarity between the words embedding vectors whose tokens are semanti-
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(a) Drugs

(b) Weapons

Figure 4: Onion domains marketplaces
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cally similar. Hence, each set of semantically similar tokens will form a small

cluster. The category Product has been the most beneficiaries of this feature,

unlike the category Creative-work. We explain this behavior by the small clus-

ters formed by the product entities. For example, drug products like (Cocaine,

LDM, MDMA, Hashish) form a cluster, and when a new product from the test

set is introduced, like GHB, the LDN feature will recognize its trend as a prod-

uct, thanks to its neighbors. Likewise, the other types of products, such as car

brands, weapon products, and electronic devices.

In contrast, the tokens of the category Creative-work are sparse. such as a

name of a TV show “What to do in this life”. The tokens “What” or “this” are

most probably correlated with the category Outside, i.e., not an entity, and in

this case, the LDN feature will not be helpful. That is to say, the success of LDN

on a particular entity type depends on the distribution of its training tokens.

Since our work focus is the marketplaces of the Tor network, which is rich with

Product entities, the LDN feature would serve perfectly.

8. Conclusions and Future Work

In this paper, we proposed a new feature, Local Distance Neighbor (LDN),

which is capable of substituting the usage of an external knowledge resource

such as gazetteers. We adopted the model of Aguilar et al. [26] as a baseline be-

cause it used gazetteer and obtained the highest F1 score in the 3rd Workshop

on Noisy User-generated Text (W-NUT-2017) shared-task. In the experiments

carried out, we demonstrated that our proposal outperformed Aguilar’s aver-

age F1 score and also Akbik’s, but in this last case only for the Product, People,

and Group categories.
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During our experimentation, we observed that different combinations of

tasks for the multi-task network architecture, such as binary segmentation, fine-

coarse, and fine-grained categorical, do not produce a significant impact on the

performance. We found that a regular network with a single fine-grained task

could outperform a multi-task one.

Additionally, in this paper, we investigated the problem of recognizing named

entities in the hidden services of the Tor network, where suspicious activities

can be found. We annotated manually 851 samples extracted from DUTA dataset

with 2970 unique tokens, and we appended them to the W-NUT-2017 dataset

to train a model for the Tor network. We found that our proposal using LDN

with a fine-grained task outperformed the baseline model. We were capable

of detecting the NE in the Tor network with an entity and surface F1 scores of

52.96% and 50.57%, respectively.

The inclusion of the LDN feature has shown promising results with a sig-

nification improvement in the F1 score. Because of that, we are considering to

represent the context of the input token while evaluating its LDN vector using

Bi-LSTM for the LDN vectors, to see if it improves even more.

Furthermore, we are considering to use other space embedding representa-

tions, as FastText [66] or StarSpace [67] to represent the training entities. Hence,

the cosine similarity could be measured between the input token and the train-

ing entities instead of the training tokens. And finally, as another idea for future

work, concerning our ongoing research of recognizing NE in the Tor domains,

we are planning to incorporate graphical features extracted from the images

published in the Tor domains [68], what hopefully would increase the perfor-

mance.
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