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Abstract—The recently proposed trainable COSFIRE filters
are highly effective in a wide range of computer vision applica-
tions, including object recognition, image classification, contour
detection and retinal vessel segmentation. A COSFIRE filter is
selective for a collection of contour parts in a certain spatial
arrangement. These contour parts and their spatial arrange-
ment are determined in an automatic configuration procedure
from a single user-specified pattern of interest. The traditional
configuration, however, does not guarantee the selection of the
most distinctive contour parts. We propose a genetic algorithm-
based optimization step in the configuration of COSFIRE filters
that determines the minimum subset of contour parts that best
characterize the pattern of interest. We use a public dataset of
images of an edge milling head machine equipped with multiple
cutting tools to demonstrate the effectiveness of the proposed
optimization step for the detection and localization of such tools.
The optimization process that we propose yields COSFIRE filters
with substantially higher generalization capability. With an aver-
age of only six COSFIRE filters we achieve high precision P and
recall R rates (P = 91.99%, R = 96.22%). This outperforms
the original COSFIRE filter approach (without optimization)
mostly in terms of recall. The proposed optimization procedure
increases the efficiency of COSFIRE filters with little effect on
the selectivity.

I. INTRODUCTION

Trainable COSFIRE (Combination of Shifted Filter Re-
sponses) filters have been shown to be very effective in
various computer vision applications including localization
of vascular bifurcations [1], object recognition [2], [3], [4],
image classification [5], contour detection [6], [7] and vessel
segmentation in retinal images [8], Fig. 1. One of the most
attractive aspects of COSFIRE filters is their trainability, in
that the selectivity of a filter is determined by an automatic
analysis of a given prototypical pattern. The complexity of
a prototype can vary from a simple edge or a line, a corner,
bifurcation, to more sophisticated shapes, such as traffic signs.
The trainability of COSFIRE filters makes them suitable for a
wide range of computer vision applications.

This is in contrast to handcrafted detectors, such as the
Harris corner detector [9], whose selectivity preferences are
predefined in their implementation. Likewise, many other
popular keypoint descriptors SIFT [10], SURF [11], BRISK
[12], among others, are results of the application of a pre-
defined algorithm that selects points which do not necessarily
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Fig. 1: Examples of applications where COSFIRE filters have already
been applied effectively. (a) Detection and recognition of traffic signs
in complex scenes [2], (b) image classification with handwritten digits
[2], and (c) localization of vascular bifurcations in retinal fundus
images [1].

have any perceptual importance. Similar to COSFIRE filters,
convolutional neural networks (CNN) [13], [14] are also
trainable. The latter, however, require many training exam-
ples, something which is not always available in computer
vision applications. On the contrary, COSFIRE filters can be
automatically configured from just one prototype pattern of
interest, and localization capability is intrinsic to them.

The automatic configuration of a COSFIRE filter extracts
information about the dominant lines and edges in a given pro-
totype pattern together with their mutual spatial arrangement.
This procedure results in a filter that is defined by a set of 4-
tuples, Sf = {(λi, θi, ρi, φi)}, where every tuple describes the
properties of a contour part. The parameters λi and θi are the
scale and orientation of a preferred Gabor filter that is selective
for the concerned contour part, and the parameters (ρi, φi)
are the polar coordinates of its local maximum response with
respect to the support center of the filter. The configuration
process takes as input a set of radii of concentric circles along
which the dominant lines and edges are identified. The bigger
the set of such radii the more tuples the resulting filter will
have. In return, the selectivity of a COSFIRE filter increases
and its generalization decreases with an increasing number of
tuples. For further technical detail we refer the reader to [2].

The COSFIRE filters that have been used so far in the
literature have selectivity and generalization abilities that rely
on the set of radii given by a user. As a result, the traditional
COSFIRE approach does not guarantee the configuration of
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Fig. 2: Example of an edge profile milling head with nine visible
cutting tools, also known as inserts. On the left is some chip generated
when milling the metallic plate beneath.

a minimum number of filters that are necessary to achieve
certain recall and precision. In this work we propose to
optimize the selection of tuples that define the most distinctive
contour parts of a pattern of interest. The aim is to increase the
generalization capability without compromising selectivity. In
practice, we propose a genetic algorithm-based optimization
method that selects the minimum set of tuples that maximizes
the accuracy on the training set.

As a demonstration of the effectiveness of our approach
we use a machine vision application, namely the localization
of inserts in an edge-profile milling head machine, Fig. 2.
This concerns the automatic visual inspection of the wear
state of cutting tools in the machine. Tool wear monitoring
systems have been extensively studied in recent years for the
assessment of the wear state of inserts. To the best of our
knowledge, the papers in the literature either evaluate the wear
level on disassembled inserts [15], [16], [17], [18] or deal
with face milling heads in which the acquisition system can
be easily set up to capture just one insert per snapshot [19],
[20], [21], [22]. In this application, the head tool comprehends
30 cutting tools and 7 to 10 inserts are visible per snapshot.
In [23], for the same application, a circular Hough transform
was used to localize the circular screws that fasten the inserts.
The use of COSFIRE filters for this application, however,
presents a more versatile approach that can generalise for a
given pattern of interest independently of its shape and does
not require a priori domain knowledge.

The rest of the paper is organized as follows. In Section II
we present the optimization method that increases the gen-
eralization capability of COSFIRE filters. In Section III we
demonstrate the effectiveness of our approach in the above
mentioned machine vision application. In Section IV we
discuss certain aspects of the method that we propose and
finally we draw conclusions in Section V.

II. METHOD

A. COSFIRE filters

Below we give a brief description of the configuration and
application details of COSFIRE filters. We refer the reader to
[2] for a more elaborate explanation.

A COSFIRE filter is configured by the automatic analysis
of a given prototype pattern of interest. The first step is to

(a) (b) (c) (d)

Fig. 3: (a) A prototype insert. (b) Superposition of the re-
sponses of a bank of Gabor filters with 16 orientations (θ =
{0, π/16, . . . , 15π/16) and one scale (λ = 16). The plus marker,
which indicates the center of the prototype, and the radii of the
concentric circles are specified by a user. In this example the radii
set is ρ = {0, 5, ..., 110} but for clarity only two are shown. The
local maximum responses of Gabor filters along the circles are used
for the configuration of a COSFIRE filter. (c-d) The structures of
the resulting COSFIRE filters before and after using the genetic
algorithm, respectively. The ellipses indicate the orientation and scale
of the selected Gabor filters and the blobs indicate the Gaussian
function maps that are used to blur the responses of the corresponding
Gabor filters.

apply a bank of orientation-selective filters. The original work
[2] suggests the use of Gabor filters, however, other filters
with similar functionality, such as derivatives of Gaussians, can
also be used. Fig. 3a shows an insert from the edge milling
head, which we consider as a prototype pattern of interest.
In Fig. 3b we illustrate the superposition of the Gabor filter
response maps. Then, the local maximum Gabor responses are
determined along the concentric circles of user-specified radii.
In this example we use 23 concentric circles and the center
point; ρ = {0, 5, . . . , 110}. For each such a point we extract
the scale λ and the orientation θ of the Gabor filter that gives
the maximum response at that position, together with the polar
coordinates (ρ, φ) with respect to the center of the prototype.
Finally, a COSFIRE filter C is defined as a set of 4-tuples:

C = {(λi, θi, ρi, φi) | i = 1 . . . n} (1)

where n is the total number of involved contour parts.
Fig. 3c illustrates the structure of the resulting COSFIRE

filter. The sizes and orientations of the ellipses indicate the
scale λ and the orientation θ of the involved Gabor filters. The
white blobs are Gaussian function maps which are used to blur
the responses of a Gabor filters indicated by the superimposed
ellipses. The motivation for this blurring is explained below.

The response of a COSFIRE filter is computed as follows.
For each tuple i, a Gabor filter is first applied with parameter
values (λi, θi). Then, its response image is blurred by filtering
with a Guassian function and taking the weighted maximum.
The standard deviation σi of the Gaussian function increases
linearly with increasing distance ρi from the filter support
center; σi = σ0 + αρi, where σ0 and α are constants which
we set empirically to 0.1 and 0.67, respectively. The blurring
operation allows for some tolerance with respect to the pre-
ferred positions of the input Gabor filter responses. The blurred
Gabor responses are then shifted by ρi pixels in the direction
opposite to the polar angle φi. Finally, the response of a
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COSFIRE filter in a location (x, y) is the geometric mean of
all blurred and shifted Gabor filter responses sλi,θi,ρi,φi(x, y):

rC(x, y) =

∣∣∣∣( |C|∏
i=1

sλi,θi,ρi,φi
(x, y)

) 1
|C|
∣∣∣∣
t

(2)

where t is a threshold parameter and it is used to set to zero all
responses that are below a fraction t of the maximum response.

B. Optimization step

We use a genetic algorithm to search for the minimum sub-
set of tuples in a COSFIRE filter, among the enormous number
of possible combinations of such tuples, which achieves the
highest performance in a training set. A genetic algorithm is
characterized by two main functions, the encoding and fitness
functions. We use a binary encoding scheme to represent the
selection of tuples in a given COSFIRE filter. A bit set to one
represents a selected tuple while a bit set to zero represents
an omitted tuple. The encoded binary string is also referred
as a chromosome in the terminology of genetic algorithms.
For a given COSFIRE filter with n number of tuples, we
initialize a genetic algorithm by generating a population of
300 chromosomes1 each with n randomly selected bits. We
denote by H(c) the fitness function that evaluates the quality
of a given chromosome c with respect to the performance of
the resulting filter and the number of zero bits Z used in the
chromosome:

H(c) = 10R̂+ 0.1Z (3)

where R̂ is the maximum recall for a precision of 100%
that the resulting filter achieves on the training set. After
every epoch we sort the chromosomes in descending order
of their fitness scores and keep only the top 60 (i.e. 20%) of
the population. We use this elite group of chromosomes to
generate 240 offspring chromosomes by a crossover operation
to randomly selected (with replacement) pairs of elite chro-
mosomes. Every bit of a newly generated chromosome has a
probability of 10% to be mutated (i.e. changing the bit from 1
to 0 or vice-versa). We run these iterative steps until the elite
group of chromosomes stops changing. Finally, we choose the
tuples that correspond to the positions of the one bits in the
chromosome that achieves the highest fitness score and with
the minimum number of one bits.

Fig. 3d shows the structure of the resulting COSFIRE filter
after applying the genetic algorithm based-optimization step.
The original COSFIRE filter consists of 120 tuples whereas
the ptimized filter has only 33 tuples, which is less than one
third of the intially configured tuples.

III. EVALUATION

A. Dataset

We use a publicly available dataset2, which was originally
published in [23], of edge milling heads. It comprises 144

1The choice of 300 chromosomes was motivated by the fact that the
convergence of the genetic algorithm was completed in a reasonable time.

2Dataset: http://www.computervisiononline.com/dataset/1105138755

(a) (b)

(c) (d)

(e) (f)

Fig. 4: (a) An image (with filename HeadTool0014.bmp) taken from
the edge milling heads dataset. (b) The corresponding ground truth
with the white circles indicating the positions of the inserts, which
are the patterns of interest. (c-d) The response maps to the image in
(a) of the configured COSFIRE filter before and after optimization,
respectively. (e-f) The red dots indicate the local maximum responses
of the corresponding output maps in (c-d).

images, each of size 1280 × 960 pixels. Every image in this
dataset contains 8 to 10 inserts and are accompanied with the
corresponding ground truth. Fig. 4a shows an example of one
such an image and Fig. 4b shows the respective ground truth
rendered as a binary mask where the white circles indicate the
locations of the inserts. In total, the dataset consists of 1224
inserts.

We choose a random set of 10 images3 for training and use
the remaining 134 images for testing purposes. The training
and test images contain 86 and 1138 inserts, respectively.
These 10 training images were sufficiently representative of
the images in the dataset. We apply contrast limited adaptive
histogram equalization (CLAHE) to all images in order to
enhance their local contrast.

B. Testing the performance of a COSFIRE filter

In order to compare the performance of the configured
COSFIRE filter with and without optimization, we apply it
to the test set of 134 images. From the output map of the

3Filenames of the training images: HeadTool0001.bmp, Head-
Tool0014.bmp, HeadTool0028.bmp, HeadTool0042.bmp, HeadTool0056.bmp,
HeadTool0070.bmp, HeadTool0084.bmp, HeadTool0098.bmp,
HeadTool0112.bmp and HeadTool0126.bmp
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Fig. 5: Precision-Recall plots of the results of four COSFIRE filters applied to the test set of 134 images. The dashed and solid line plots
indicate the performance of the COSFIRE filters before and after optimization the selection of tuples, respectively.

COSFIRE filter to a test image we consider the local maximum
points, and if two such points are closer than 130 pixels we
keep only the one with the strongest response. The distance
of 130 pixels is determined from the fact that the minimum
distance between the centers of any two inserts in the training
set is just above 130 pixels.

We consider a response to be a true positive (TP) if it is
located inside one of the white circles given in the ground
truth, otherwise we mark it as a false positive (FP). An insert
which is not detected by the concerned filter is labeled as
a false negative (FN). We vary the value of the threshold
parameter t in Eq. 2 in the range [0, 1] in intervals of 0.1, and
each time we compute the precision P = TP/(TP+FP ) and
the recall R = TP/(TP + FN). In Fig. 5a we illustrate the
P-R plots of the results achieved with the concerned COSFIRE
filter before and after optimization. It is evident that when the
tuples of the COSFIRE filter are automatically selected with
the proposed optimization step the results improve substan-
tially. In particular, one can observe a significant improvement
in the recall without compromising the precision.

In Fig. 5(b-d) we illustrate the P-R plots of three other
COSFIRE filters which we configured by three randomly se-
lected prototype patterns from the training set. In all cases, the
optimized COSFIRE filters achieve considerable improvement
in the recall.

C. Collection of COSFIRE filters

Above we described the proposed method for the automatic
selection of tuples of a given COSFIRE filter. Next, we
describe a systematic approach to configure a set of such
filters.

First, we randomly choose one of the inserts in the training
images and crop an area of 220×220 pixels around the center
of the screw that fastens the insert, as provided in the ground
truth. If part of this region stands outside the image boundaries,
we crop only the area that falls within the boundaries. We
consider this region as a prototype pattern of interest and we
automatically configure a COSFIRE filter with the method
proposed in [5]. For the configuration of COSFIRE filters we
use the same set of parameters; a bank of 16 Gabor filters
selective for 16 orientations (θ = {πi/16 | i = 0 . . . 15}) with
the same wavelength of λ = 16 pixels, along with a set of

concentric circles with radii ρ = {0, 5, ..., 110}. In Fig. 6a we
show the first prototypical insert that we used to configure
a COSFIRE filter with 194 tuples. The image in Fig. 6f
illustrates the structure of the resulting filter.

Then, we apply the genetic algorithm described in Section II
to determine the best subset of tuples that maximizes the
performance of the filter on the 10 training images. For every
considered chromosome we apply the COSFIRE filter with
the tuples indicated by the one bits and obtain 10 response
maps. We use the procedure described above to determine the
total number of TPs, FPs and FNs from the images in the
training set. We choose a threshold t in such a way that all the
responses above it are TPs. The fitness score of a chromosome
is a linear function of the recall R = TP/(TP + FN)
and the number of tuples used, Eq. 3. This means that the
filter is tuned to achieve perfect precision on the training set.
When the genetic algorithm converges, we obtain our first
tuned COSFIRE filter C1 that consists of only 51 tuples with
threshold t(C1) = 0.011. For a precision of 100% the original
COSFIRE filter with 194 tuples achieved a recall of 35.24%,
which is substantially lower than the recall of 86.64% that is
achieved with the optimized filter with less than one third of
the original set of tuples. The structure of the fine-tuned filter
is illustrated in Fig. 6k.

Next, we choose a random insert (Fig. 6b) from those which
were not detected by the first filter and use it to configure
the second COSFIRE filter C2, which results in 159 tuples,
Fig. 6g. After applying the genetic algorithm the filter C2 is
tuned to have only 48 tuples and in this case its threshold
t(C2) is also set to 0.011. The thresholds of the filters are
independent of each other and they can have different values.
By applying this iterative procedure it turned out that with
only five COSFIRE filters shown in Fig. 6(a-e) we achieve
perfect recall and precision rates on the training set.

We execute five experiments in order to compensate for the
random selection of prototypes and for the non-deterministic
genetic algorithm during the training process. For each exper-
iment we first configure COSFIRE filters using the iterative
procedure mentioned above and apply the filters with the de-
termined thresholds to the 134 test images. In all experiments
we use the same 10 training images (with 86 inserts), but
the random small set of prototypical inserts for each experi-
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Fig. 7: The solid and dashed plots illustrate the F -measures (i.e.
the harmonic means of precision P and recall R) as functions of
the number of COSFIRE filters used with and without optimization,
respectively. The plots in (a) and (b) are the results obtained for the
first two experiments of each type of filter.

TABLE I: Results of five experiments for the two types of methods;
with and without optimization. The sixth and seventh rows of
each method show the means and standard deviations (SDs) of the
corresponding columns, respectively. The heading #F stands for the
number of filters while the heading #T stands for the total number
of tuples configured in all filters in the corresponding experiments.

Exp # #F #T Precision Recall F-measure

W
ith

op
tim

iz
at

io
n 1 5 267 93.33 94.73 94.02

2 7 388 93.41 97.19 95.26
3 5 237 89.73 95.96 92.74
4 7 361 92.10 96.31 94.16
5 6 330 91.38 96.92 94.07

Mean 6 316.6 91.99 96.22 94.05
SD 1 63.33 1.53 0.97 0.89

W
ith

ou
t

op
tim

iz
at

io
n 1 5 866 99.69 55.80 71.55

2 7 1007 98.86 60.72 75.23
3 5 832 96.74 36.47 52.97
4 7 1160 99.30 74.69 85.26
5 6 1064 99.89 81.20 89.58

Mean 6 985.8 98.89 61.78 74.92
SD 1 136.85 1.27 17.47 14.27

ment is different. In Fig. 7(a-b) we illustrate the F -measures
F = 2PR/(P +R) of the first two experiments as functions
of the number of filters used. For comparison purposes, we
also apply the COSFIRE filters with the original set of tuples
(i.e. without optimization). Moreover, we report descriptive
results of these experiments in Table I. The optimization
by a genetic algorithm results in improving the recall from
61.78% to 96.22% at the expense of a moderate drop of the
precision from 98.89% to 91.99%. The Matlab code to run the
experiments of this work is available on-line4.

IV. DISCUSSION

The proposed genetic algorithm-based optimization step in
the configuration of COSFIRE filters determines the minimum
set of contour parts (tuples) that best defines a pattern of inter-
est. The optimization step increases the generalization capabil-
ity of a COSFIRE filter. In the experiments we demonstrated
that the results obtained with the optimized COSFIRE filters
improve significantly. In particular, the major improvement can
be observed in the recall. This means that the new filters have
better generalization capability. Using an average of only 6
COSFIRE filters, we obtained high performance rates with

4Matlab code: http://tinyurl.com/z2xnblw

an average precision of 91.99%, an average recall of 96.22%
and an average F-measure of 94.05%, Table I. The F-measure
improved by more than 25% (from 74.92% to 94.05%) when
using the proposed optimization step. This improvement is
mainly attributable to an increment of the recall by more than
55%, with a drop of less than 7% in the precision of the filters.

The improvement in the generalization capability can also
be observed in Fig. 4. The standard and optimized COSFIRE
filters configured to be selective for the prototypical insert in
Fig. 3a correctly localized 2 and 8 inserts, respectively, out of
the 10 inserts present in the image. Moreover, Fig. 7 shows
how the F -measure changes with increasing number of both
type of COSFIRE filters in two experiments. Notably is the
fact that, as opposed to the standard COSFIRE filters, the F -
measure achieved with only one optimized COSFIRE filter
is very close to the maximum F -measure achieved with all
involved filters in the respective experiments.

Besides the improvement in the generalization capability,
the proposed optimization step has improved the computa-
tional complexity in the computation of the response of a
COSFIRE filter. Table I shows that, on average, less than
one third of the originally configured tuples are sufficient
to achieve high performance. We implemented the proposed
approach in Matlab and ran all experiments on a personal
computer with a 4GHz processor and 128GB RAM. The
required time to compute the response maps of the standard
COSFIRE filter shown in Fig. 3c (with 120 tuples) in one
image (of size 1280×9960 pixels) was 28.4 seconds. Whereas
the required time for the corresponding optimized COSFIRE
filter shown in Fig. 3d (with 33 tuples) required only 11.4
seconds.

There are various directions for future work. One direction
is to investigate the proposed approach in other applications
that involve object recognition and localization. A second
direction is to compare the proposed genetic algorithm-based
optimization algorithm to other techniques such as simulated
annealing and Monte Carlo-based methods. Moreover, we will
investigate a procedure to learn the standard deviations of
the blurring functions that are used to give tolerance to the
preferred positions. This is motivated from the fact that certain
contour parts might require a tolerance that is not related to
the distance from the support center of the filter but that relies
on their variability in the training set.

V. CONCLUSION

The optimization step that we propose considerably in-
creases the generalization capability of COSFIRE filters and
decreases the computational complexity to obtain their re-
sponses. We demonstrated their effectiveness in a machine
vision application and showed that a small set of COSFIRE
filters is sufficient to achieve very high performance for the
localization of inserts in a milling machine.
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