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1Department of Electrical, Systems and Automation, Universidad de León, León, Spain
2Researcher at INCIBE (Spanish National Cybersecurity Institute), León, Spain

Keywords: Face detection, GPU, CPU, Deep learning,
CSEM.

Abstract

Accurate and fast face detection is a crucial step in forensic
applications such as surveillance, facial fugitives recognition,
and child sexual abuse detection. Several deep-learning-based
methods addressed the face detection problem with high accu-
racy but they require a large computation power and processing
time. Although GPUs have been used to speed-up computa-
tions, nowadays multiple generations of GPU architectures are
available (e.g. Turing, Pascal or Keppler) making difficult to
choose the most appropriate for face detection. In this work, we
evaluate the speed-accuracy trade-off of three deep-learning-
based face detectors in various CPUs/GPUs considering im-
ages reduced to different proportions as input. We successfully
used this image resizing strategy in one previous work to im-
prove the performance of face detection with Child Sexual Ex-
ploitation Material (CSEM). The results showed that the best
speed-accuracy trade-off is achieved using the Pascal and Tur-
ing GPUs with images reduced to 50% of its original size.

1 Introduction

Automatic face detection, i.e. location of regions containing
faces in digital images, is commonly the first step towards face
related applications such as facial recognition of fugitives or
criminal activity detection in surveillance. However, this is a
challenging task due to several factors as low image resolution,
out-of-focus blur, occlusions, and changes in pose and illumi-
nation [1], which are common limitations observed in CSEM.

Investigations related to CSEM are frequent in forensic lab-
oratories. However, the manual analysis of CSEM is a labori-
ous task since the use of anonymization tools and private P2P
networks by criminals is constantly increasing the number of
cases [2]. CSEM can be detected through image classifica-
tion [3], or its insights can be explored using object detection
[4, 5, 6] and object recognition [7, 8] approaches. In this work,
we focus our attention to the CSEM detection through the com-
bination of face detection, age estimation and adult pornogra-
phy detection. In this scenario, accurate and fast face detection
plays an import role in automatic CSEM detection systems.
These systems aim to help to speed-up the analysis process and

to reduce the exposure of investigators to not relevant materials,
e.g. images or videos without minors.

Traditionally, a sliding window search approach with hand-
crafted features as Haar [9] or HOG was used for detecting
faces, but this kind of features may have a limited model-
ing and representational power to deal with difficult detection
conditions, such as low/high illumination, face occlusion, and
poor image quality. Nowadays, deep learning approaches are
mostly used for face detection since they allow to automati-
cally learn representations from raw input images using Con-
volutional Neural Network (CNN), achieving a high accuracy
under challenging detection conditions [10, 11, 12, 13, 14, 15].
However, most of the deep-learning-based face detectors are
computationally demanding and may not be suitable for appli-
cations that analyze large amounts of data and require real-time
performance, as are CSEM detection systems in forensic tools.

In one of our previous works [16], we used an image resiz-
ing strategy, especially valid for CSEM, to improve the speed-
performance trade-off of three deep-learning-based face detec-
tors. These detectors were selected according to their process-
ing time and accuracy performance: Multi-Task Cascade CNN
(MTCNN) [10], the Context-assisted Single Shot Face Detec-
tor or PyramidBox [13] and Dual Face Shot Detector (DSFD)
[14]. The validation of this strategy was limited to one GTX
1060 GPU, and the results showed that the image resizing strat-
egy can speed-up face detection with a small reduction in accu-
racy. However, the large variety of available CPUs and GPUs,
e.g. Tesla, TITAN, GTX or RTX series, with different speci-
fications, might also speed-up face detection, but it makes dif-
ficult to end-users, as law enforcement analysts, to choose the
most suitable hardware for this task.

In this work, we present a comparison of the trade-off be-
tween speed and accuracy face detection through the image re-
sizing strategy presented in [16] for three Intel CPUs —i7, i9,
and Xeon E5— and five Nvidia GPUs —Tesla K40, TITAN
Xp, GTX 1060, RTX 2060, and RTX 2070—. We evaluated
three face detector methods, MTCNN, PyramidBox and DSFD,
using a set of images chose from the WIDER Face dataset [17]
and the Unconstrained Face Detection Dataset (UFDD) [18].

This study is part of the European project Forensic Against
Sexual Exploitation of Children (4NSEEK) and the research
lines defined by the Framework agreement between INCIBE
(Spanish National Cybersecurity Institute) and the University
of León. Besides, results can be used as a face detection bench-



mark for deep learning end-users and 4NSEEK tools users to
guide them in the selection of hardware for analyzing CSEM.

2 Related work

Deep learning approaches based on CNN architectures are
mainly used for face detection due to their outstanding accu-
racy in comparison to traditional approaches based on hand-
crafted features [10, 11, 12, 13, 14, 15].

The MTCNN [10] method uses custom CNNs to solve si-
multaneously face detection and alignment in real-time, but it
has a low performance on difficult detection conditions. There-
fore, robust features obtained with standard CNNs as VGG16
are employed to improve face detection in these conditions
[11, 12, 13, 14]. In particular, the Single Shot Scale-invariant
Face Detector (S3DF) [12] method increases the recall of small
faces by predicting possible faces locations on multi-scale fea-
ture maps extracted with VGG16. The Feature Agglomeration
Networks for Single Stage Face Detection (FANet) [11] and
PyramidBox [13] methods integrate multi-scale feature maps
with multi-level semantic information to improve the detection
of small faces. Similarly, DSFD [14] aggregates multi-scale
and semantic information with enhanced features correspond-
ing to context information to increase face detection accuracy.
Recently, AInnoFace [15] use the RetinaNet detector [19] in
addition to several optimization strategies to improve the de-
tection of tiny faces and outperform most of the state-of-art
methods on the WIDER Face dataset [17]. However, despite
the relevance of AInnoFace its code is not publicly available,
hence it is not included in this study.

Table 1 depicts the mAP and the speed values reported by
the reviewed detectors on WIDER Face dataset which contains
images labeled into three detection difficulty categories: easy,
medium and hard. The mAP is commonly presented in the lit-

Method Year mAP per category Speed GPUeasy(%) hard (%) (FPS)
MTCNN [10] 2016 85.1 60.7 99.0 TITAN Black
FANet [11] 2017 95.6 89.5 35.6 GTX 1080 ti
S3DF [12] 2017 93.7 85.2 36.0 TITAN X
PyramidBox [13] 2018 96.1 89.5 — —
DSFD [14] 2018 96.6 90.4 — —
AInnoFace [15] 2019 96.5 91.2 — —

Table 1. Face detection performance on WIDER Face dataset.

erature as an accuracy evaluation metric for new face detectors
while their speed is unusually reported. However, the detection
speed is a relevant factor for end-users taking into account (i)
the complexity of some of these models, (ii) the effect of the
face detection step in the processing time of several applica-
tions where is required to process large amount of data as the
forensic ones, and (iii) the wide offer in the market of CPUs
and GPUs that may help to speed up deep-learning-based de-
tectors. A comparison of the required training time for several
deep learning frameworks duirng the object classification task
with various CPUs and GPUs is presented in [20] and [21], but
these works do not analyze the speed during the testing. We
have not found any study that can be used as a benchmark for

face detection performance with several hardware configura-
tions. Thus this work pretends to provide one.

3 Evaluation Methodology

We compare the face detection performance on CPUs and
GPUs, in terms of speed and accuracy, by following the three-
fold image resizing strategy described in [16]. First, the reso-
lution of the images is reduced to a percentage of their original
size. Second, faces are detected on the resized images using a
deep-learning based method. Third, detected bounding boxes
containing face locations are rescaled to the original image di-
mensions and returned as output.

For evaluation, we choose three face detectors based on the
reported in [16]: MTCNN [10], PyramidBox [13] and DSFD
[14]. MTCNN performed simultaneously face detection and
face alignment improving the detection of not-aligned faces.
This method use three CNNs, the first one obtains candidate
regions that may contain faces, the second improves the initial
face detection by rejecting false positive candidates and refin-
ing face location, and the third CNN detects facial landmarks.
MTCNN is the face detector that we currently integrated on
the Evidence Detector software, provided from INCIBE to the
Policia y Guardia Civil Española (Police and Law Enforce-
ment of Spain). PyramidBox combines high-level context se-
mantic features and low-level facial features to predict faces
of all scales in a single shot which improved the detection of
small faces. PyramidBox used feature maps generated at differ-
ent levels and anchors with an extended VGG16 as backbone.
DSFD extended SSD [22] by integrating feature maps obtained
from a VGG16 architecture with enhanced feature maps gen-
erated with a Feature Enhance Module through dilation. This
module boosted the semantic of the features and improved the
location of faces in difficult detection conditions.

To ensure an exhaustive evaluation of these face detectors,
we selected a representative group of CPUs and GPUs, com-
posed of three Intel CPUs —i7, i9, and Xeon E5— and five
Nvidia GPUs —Tesla K40, TITAN Xp, GTX 1060, RTX 2060,
and RTX 2070. Table 2 and Table 3 presented a summary of
the main specification details of these CPUs and GPUs.

CPU Base frequency Cores Memory
Intel i7-4790K+ 4.00 GHz 4 32 GB
Intel i9-8950HK† 2.90 GHz 6 32 GB
Intel Xeon E5-2630+ 2.40 GHz 8 128 GB

Table 2. Evaluated CPUs specification details. CPUs were in-
stalled in desktop+ or laptop† computers.

GPU Arch. Cores Memory Memory Clock
bandwidth frequency

Tesla K40c+ Kepler 2880 12 GB 288 GB/s 745 MHz
TITAN Xp+ Pascal 3840 12 GB 547.7 GB/s 1404 MHz
GTX 1060+ Pascal 1280 6 GB 162 GB/s 1506 MHz
RTX 2060† Turing 1920 6 GB 336 GB/s 1365 MHz
RTX 2070† Turing 2304 6 GB 448 GB/s 1410 MHz

Table 3. Evaluated GPUs specification details. GPUs were
installed in desktop+ or laptop† computers.



4 Experimental set-up
We assessed the accuracy-speed trade-off of the face detec-
tors —MTCNN, PymaridBox and DSFD— using as input four
image sizes: 100%, 75%, 50% and 25% of the original size.
The accuracy was computed using the mean Average Precision
(mAP) metric [23], which combines the precision and the re-
call measures by summarizing the shape of the precision-recall
curve for several overlapping thresholds. Also, the detectors
improvement (Impv) regarding mAP and speed with differ-
ent input image sizes and hardware was analyzed. The im-
provement is defined as the relative error between the base-
line configuration, A, and another one, B, as follows Impv =
((A− B)/A) × 100. Positive values of Impv indicate that B
outperforms A in terms of the evaluated metric.

Experiments were run on a GNU/Linux machine box with
Ubuntu 18.04, Tensorflow and CuNDD 7 using the CPUs and
GPUs described in Section 3. Moreover, the evaluation was
carried out using two subsets of images selected from the
WIDER Face dataset [17] and the UFDD dataset [18] contain-
ing no more than four people per image, trying to replicate the
usual number of people involved in CSEM. Hence, a total of
1994 images with 3358 faces were chosen from the WIDER
Face dataset for evaluation purposes. In addition, a total of
2222 images with 4214 faces were chosen from the UFDD
dataset for evaluation. Images in this dataset are labeled con-
sidering seven categories: rain, snow, haze, blur, high/low illu-
mination, lens distortion and distractors, i.e. a total of 3450 im-
ages without any human faces. The WIDER Face and UFDD
datasets allow the evaluation of the face detectors robustness
due to the consideration of multiple acquisition conditions.

5 Experimental results
The evaluation metrics computed for face detectors were
grouped by image dataset and discussed in the next sections.

5.1 WIDER Face results

Table 4 shows the mAP and the face detection speed computed
for the evaluated hardware and image sizes. Table 5 presents
the Impv of the mAP and the processing time by comparing
the detectors performance with three image resolutions —75%,
50% and 25%— against the results with original images.

As it can be observed in Table 4, MTCNN is the faster
and the less accurate detector —mAP values between 45.67%
and 56.10% with maximum processing time of 0.415 sec in
CPUs and 0.192 sec in GPUs—-. While DSFD is the slowest
and the most accurate method —mAP values between 86.33%
and 94.73% with a maximum detection time of 13.582 sec in
CPUs and 0.513 sec in GPUs—. In most of the cases, the
use of GPUs significantly speed-up detectors in comparison to
CPUs. Results showed an improvement in GPU detection times
against CPU ones between 53.24% and 96.22%. This percent-
age of Impv is related to the complexity of the methods. In
general, complex detectors as PyramidBox and DSFD have a
large speed-up by using GPUs. Hence, using GPUs MTCNN
presented a decrease in processing times between 53.24% and

MTCNN PyramidBox DSFD
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Figure 1. Illustration of detected faces using MTCNN, Pyra-
midBox and DSFD methods with four image resolutions.

55.47%, while DSFD achieved a reduction in detection times
between 90.79% and 96.22%. Among the evaluated CPUs and
GPUs, the best face detection performance is yielded, in most
of the cases, with the CPU Intel i9 and the GPU GTX 1060,
following by the GPUs RTX 2060 and TITAN Xp.

Furthermore, the use of resized images improves detection
speed in comparison to the analysis of full size images (Table
5). A large resized image percentage leads to a significant pro-
cessing time decrease since smaller size images are processed.
Therefore, the maximum speed-up, in both CPUs and GPUs,
is observed with images resized to 25% of the original image
size. In this case, the faster face detection is achieved using
GPUs —0.031 sec for MTCNN, 0.087 sec for PyramidBox,
and 0.080 sec for DSFD— corresponding to an Impv in speed
of 83.88% for MTCNN, 87.02% for PyramidBox and 85.08%
for DSFD. Although the face detection is performed faster in
GPUs, the use of resized images allow a larger speed-up dur-
ing CPU analysis —an Impv in detection times of 84.72% for
MTCNN, 92.18% for PyramidBox and 93.48% for DSFD.

However, as expected, the resizing strategy leads to a re-
duction of the mAP values, related to the modified size of the
images. In particular, larger resized image percentages con-
ducted to higher mAP value decreases in comparison to the
mAP values obtained using full size images. Thus, the maxi-
mum mAP reduction is observed with images resized to 25%
—mAP values of 45.67% for MTCNN, 72.40% for Pyramid-
Box, and 86.33% for DSFD— corresponding to a decrease in
accuracy of −18.60% for MTCNN, −21.70% for Pyramid-
Box and −8.35% for DSFD. The best accuracy performance
is yielded with images resized to 75% where the mAP slightly
improved in comparison to the mAP values obtained with full
size images in a 0.53% for MTCNN, 0.11% for PyramidBox
and 0.57% for DSFD. Moreover, DSFD performed better than
MTCNN and PyramidBox with resized images. Figure 1 illus-



Metric
Method Full size image (100%) Resized image to 75% Resized image to 50% Resized image to 25%

MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD
Avg. mAP (%) 56.10 92.47 94.20 56.40 92.57 94.73 54.07 89.57 93.77 45.67 72.40 86.33
CPU i7 (sec) 0.289 7.668 15.413 0.171 4.292 8.140 0.087 1.885 3.576 0.036 0.496 0.770
CPU i9 (sec) 0.252 5.636 13.247 0.164 3.161 7.150 0.093 1.407 3.127 0.042 0.363 0.765
CPU Xeon E5(sec) 0.705 5.975 12.085 0.446 3.613 5.174 0.259 1.809 2.969 0.118 0.631 1.062
Tesla K40 (sec) 0.270 1.040 1.057 0.166 0.631 0.636 0.088 0.344 0.331 0.041 0.153 0.154
TITAN Xp (sec) 0.187 0.294 0.353 0.116 0.195 0.225 0.067 0.129 0.134 0.036 0.071 0.076
GTX 1060 (sec) 0.154 0.517 0.474 0.099 0.329 0.282 0.053 0.171 0.137 0.025 0.068 0.059
RTX 2060 (sec) 0.172 0.924 0.332 0.104 0.525 0.212 0.057 0.236 0.098 0.025 0.071 0.049
RTX 2070 (sec) 0.177 0.936 0.350 0.108 0.509 0.228 0.060 0.240 0.097 0.025 0.071 0.061
Avg. CPUs (sec) 0.415 6.426 13.582 0.260 3.688 6.821 0.146 1.701 3.224 0.065 0.497 0.866
Avg. GPUs (sec) 0.192 0.742 0.513 0.119 0.438 0.317 0.065 0.224 0.159 0.031 0.087 0.080
Impv GPU vs CPU (%) 53.85 88.45 96.22 54.37 88.13 95.36 55.47 86.83 95.06 53.24 82.51 90.79

Table 4. Speed and accuracy (mAP) trade-off results on WIDER Face dataset for MTCNN, PyramidBox and DSFD face detection
methods using four image resolutions, and different CPUs/GPUs configurations. The best mAP and speed values per image size
and face detector are highlighted in bold. Higher mAP or lower speed values mean a better performance.

Impv (%)
Method Img. 75% vs Img. 100% Img. 50% vs Img. 100% Img. 25% vs Img. 100%

MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD
Avg. mAP 0.53 0.11 0.57 -3.62 -3.14 -0.46 -18.60 -21.70 -8.35
CPU i7 40.84 44.03 47.18 69.99 75.41 76.80 87.47 93.53 95.01
CPU i9 35.02 43.92 46.02 63.06 75.03 76.40 83.50 93.57 94.23
CPU Xeon E5 36.81 39.53 57.19 63.20 69.73 75.44 83.21 89.44 91.21
Tesla K40 (%) 38.30 39.29 39.85 67.20 66.88 68.70 84.62 85.24 85.46
TITAN Xp 37.82 33.47 36.29 63.86 56.13 62.11 80.75 75.78 78.54
GTX 1060 35.43 36.50 40.57 65.52 67.04 71.16 83.64 86.92 87.63
RTX 2060 39.48 43.20 36.06 66.68 74.45 70.61 85.45 92.27 85.11
RTX 2070 39.03 45.63 34.91 66.09 74.33 72.24 85.64 92.46 82.55
Avg. Impv CPUs (%) 37.56 42.49 50.13 65.42 73.39 76.21 84.72 92.18 93.48
Avg. Impv GPUs (%) 37.81 39.60 40.81 65.43 68.09 70.04 83.88 87.02 85.08

Table 5. Improvement (Impv) in terms of accuracy (mAP) and speed obtained with different image resolutions —75%, 50% and
25%— with respect to values computed for full size images —baseline— using MTCNN, PyramidBox and DSFD, and different
CPUs/GPUs configurations on WIDER Face dataset. The best Impv per image size and face detector is highlighted in bold.
Higher positive values mean a better performance of accuracy or speed.

trates the face detection results on an image with subjects in a
profile position (difficult pose). In these conditions, MTCNN
does not detect any face from the original or resized images.
While the more robust face detectors, DSFD and PyramidBox,
identify faces in all the evaluated cases, but the accuracy of
the bounding box around the detected face is affected by the
dimensions of the analyzed image.

All in all, the best speed-accuracy trade-off is obtained on
the WIDER Face dataset using DSFD and GPUs with images
reduced to 50% of the original size —mAP of 93.77% and pro-
cessing time of 0.159 sec— or CPUs with images reduced to
25% of the original size —mAP of 86.33% and detection time
of 0.866 sec—. In the case of the best GPU set-up, the accuracy
and speed are improved in comparison to the results obtained
with MTCNN and full size images —mAP of 56.10% and pro-
cessing time of 0.192 sec in GPUs.

5.2 UFDD results

Table 6 shows the mAP values and the speed obtained for
the evaluated face detectors using the considered image sizes,
CPUs and GPUs. Table 7 depicts the Impv of the mAP and

the speed of the face detectors with different image resolutions
against the results using full size images.

Consistently with the results obtained on the WIDER Face
dataset, MTCNN is the faster face detector, while DSFD is
the most accurate (Table 6). In this case, low mAP values —
between 10.30% and 65.40%— are observed in comparison to
the ones obtained for the WIDER Face dataset —mAP between
45.67% and 94.73%—, presumably, because most of the evalu-
ated face detectors were trained using the WIDER Face dataset.
Besides, the accuracy may be affected by false positives identi-
fied in images of the UFDD distractors category which do not
contain any human face.

Regarding the processing time, the best detection perfor-
mance is achieved with the CPU Intel i9 and the GPU RTX
2060, followed by the GPU TITAN Xp. Similar to the observed
for the WIDER Face dataset, the use of GPUs speeds-up face
detectors in comparison to CPUs, reducing significantly the
processing time of complex detectors. In particular, MTCNN
shows an improvement in detection speed using GPUs between
49.74% and 59.03%. While DSFD that is more computational
demanding, achieved a reduction in processing times between
90.01% and 95.88% using GPUs.



Metric
Method Full size image (100%) Resized image to 75% Resized image to 50% Resized image to 25%

MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD
Avg. mAP (%) 19.90 53.40 65.40 19.0 50.0 64.10 17.10 42.20 57.30 10.30 23.60 39.20
CPU i7 (sec) 0.227 6.220 12.472 0.137 3.444 7.289 0.069 1.545 2.890 0.028 0.405 0.616
CPU i9 (sec) 0.201 2.737 10.452 0.129 2.571 5.962 0.070 1.137 2.509 0.030 0.296 0.585
CPU Xeon E5 (sec) 0.553 4.939 8.376 0.365 2.970 4.804 0.210 1.478 2.365 0.094 0.50 0.892
Tesla K40 (sec) 0.194 0.745 0.884 0.123 0.461 0.515 0.065 0.258 0.279 0.036 0.127 0.134
TITAN Xp (sec) 0.141 0.216 0.293 0.090 0.147 0.190 0.053 0.099 0.117 0.030 0.061 0.071
GTX 1060 (sec) 0.111 0.371 0.386 0.071 0.233 0.230 0.040 0.122 0.116 0.020 0.053 0.052
RTX 2060 (sec) 0.110 0.479 0.279 0.070 0.285 0.178 0.040 0.135 0.082 0.019 0.050 0.044
RTX 2070(sec) 0.119 0.477 0.310 0.077 0.279 0.157 0.044 0.137 0.086 0.022 0.053 0.047
Avg. CPUs (sec) 0.327 4.632 10.434 0.211 2.995 6.018 0.116 1.387 2.588 0.051 0.40 0.698
Avg. GPUs (sec) 0.135 0.458 0.430 0.086 0.281 0.254 0.049 0.150 0.136 0.025 0.069 0.070
Impv GPU vs CPU (%) 58.62 90.12 95.88 59.03 90.61 95.78 58.25 89.17 94.74 49.74 82.86 90.01

Table 6. Speed and accuracy (mAP) trade-off results on UFDD datatset for MTCNN, PyramidBox and DSFD face detection
methods using four different image resolutions, and CPUs/GPUs configurations. The best mAP and speed values per image size
and face detector are highlighted in bold. Higher mAP and lower speed values mean a better performance.

Impv (%)
Method Img. 75% vs Img. 100% Img. 50% vs Img. 100% Img. 25% vs Img. 100%

MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD MTCNN PyramidBox DSFD
mAP -4.52 -6.37 -1.99 -14.07 -20.97 -12.39 -48.24 -55.81 -40.06
CPU i7 39.45 44.63 41.56 69.75 75.15 76.83 87.53 93.49 95.06
CPU i9 35.51 6.08 42.96 64.97 58.47 76.0 85.18 89.17 94.40
CPU Xeon E5 33.93 39.87 42.64 62.03 70.07 71.77 83.02 89.88 89.35
Tesla K40 36.34 38.12 41.77 66.44 65.41 68.40 81.63 82.97 84.89
TITAN Xp 35.96 31.61 35.06 62.22 53.94 60.0 78.61 71.86 75.63
GTX 1060 36.50 37.29 40.37 63.72 67.03 69.97 82.17 85.62 86.43
RTX 2060 36.68 40.55 36.29 64.11 71.90 70.41 82.62 89.65 84.30
RTX 2070 35.36 41.40 49.28 62.85 71.27 72.22 81.23 88.98 84.69
Avg. Impv CPUs 36.30 30.20 42.39 65.58 67.90 74.87 85.24 90.85 92.94
Avg. Impv GPUs 35.79 38.14 40.90 63.56 66.61 68.80 81.55 84.83 84.21

Table 7. Improvement (Impv) in terms of accuracy (mAP) and speed obtained with different image resolutions —75%, 50% and
25%— with respect to values computed for full size images —baseline— using MTCNN, PyramidBox and DSFD and different
CPUs/GPUs configurations on UFDD datatset. The best Impv per image size and face detector are highlighted in bold. Higher
positive values mean a better performance of accuracy or speed.

Moreover, the use of resized images speed-up face detec-
tion with a decrease of the mAP values related to the percent-
age of image resizing. A larger decrease in the input image
size conducts to a larger mAP reduction in comparison to the
mAP values obtained using original images. Hence, the max-
imum improvement of the detection speed and decrease of the
mAP is observed using CPUs and GPUs to process images re-
sized to 25% of the original image size. In this case, the use
of GPUs leads to the faster face detection: MTCNN performed
detection in 0.025 sec with a mAP of 10.30%; PyramidBox
carried out detection in 0.069 sec with a mAP of 23.60%; and,
DSFD achieved detection in 0.070 sec with a mAP of 39.20%.
This corresponds to an Impv in speed of 81.55% for MTCNN,
84.83% for PyramidBox and 84.21% for DSFD, and a reduc-
tion in mAP values of −48.24% for MTCNN, −55.81% for
PyramidBox and −40.06% for DSFD (Table 7).

In this case, the best speed-accuracy trade-off is obtained
on the UFDD dataset using DSFD and GPUs with images re-
duced to 50% of the original size —mAP of 57.30% and pro-
cessing time of 0.136 sec— or CPUs with images reduced to
25% of the original size —mAP of 39.20% and detection time
of 0.698 sec—. In the case of the best GPU set-up, the mAP

is improved considerably in comparison to the results attained
with MTCNN and full size images —mAP of 19.90% and pro-
cessing time of 0.135 sec— with a similar detection speed.

6 Conclusions
In this work, we present a comparison of the speed and the
accuracy of three face detectors —MTCNN, PyramidBox, and
DSFD— in three Intel CPUs —i7, i9, and Xeon E5— and five
Nvidia GPUs cards —Tesla K40, TITAN Xp, GTX 1060, RTX
2060, and RTX 2070— by analyzing images reduced to four
images sizes from two datasets —WIDER Face and UFDD.
Results showed that the speed-up achieved by using resizing
images and GPUs depends on the complexity of the face detec-
tor used. Thus, complex detectors have a large improvement in
processing times. We found out that the best speed-accuracy
trade-off is yielded by applying the DSFD detector to images
resized to 50% of the original size in GPUs and images resized
to 25% of the original size in CPUs. Besides, the best perfor-
mances were obtained with CPU i9 and GPU RTX 2060.

This results may guide end-users as forensic investigators
to choose the most appropriate hardware for applications where
face detection is present, like face recognition or child detec-



tion in CSEM. As future work, the face detection benchmark
will be increased by adding the experimental results obtained
with more CPUs and GPUs not evaluated in this work.
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[7] R. Biswas, V. González-Castro, E. Fidalgo, and
D. Chaves, “Boosting child abuse victim identification in
forensic tools with hashing techniques,” in V Jornadas
Nacionales de Investigación en Ciberseguridad, 2019.

[8] O. Garcı́a-Olalla, E. Alegre, L. Fernández-Robles, E. Fi-
dalgo, and S. Saikia, “Textile retrieval based on image
content from cdc and webcam cameras in indoor environ-
ments,” Sensors (Basel), 2018.

[9] P. Viola and M. J. Jones, “Robust real-time face detec-
tion,” International Journal of Computer Vision, 2004.

[10] K. Zhang, Z. Zhang, Z. Li, and Y. Qiao, “Joint face de-
tection and alignment using multitask cascaded convolu-
tional networks,” IEEE Signal Processing Letters, 2016.

[11] J. Zhang, X. Wu, J. Zhu, and S. C. H. Hoi, “Feature
agglomeration networks for single stage face detection,”
Computing Research Repository, 2017.

[12] S. Zhang, X. Zhu, Z. Lei, H. Shi, X. Wang, and S. Z.
Li, “S3FD: Single shot scale-invariant face detector,”
in IEEE International Conference on Computer Vision
(ICCV), 2017.

[13] X. Tang, D. K. Du, Z. He, and J. Liu, “Pyramidbox: A
context-assisted single shot face detector,” in European
Conference on Computer Vision (ECCV), 2018.

[14] J. Li, Y. Wang, C. Wang, Y. Tai, J. Qian, J. Yang, C. Wang,
J. Li, and F. Huang, “DSFD: dual shot face detector,”
Computing Research Repository, 2018.

[15] F. Zhang, X. Fan, G. Ai, J. Song, Y. Qin, and J. Wu, “Ac-
curate face detection for high performance,” Computing
Research Repository, 2019.

[16] D. Chaves, E. Fidalgo, E. Alegre, and P. Blanco, “Improv-
ing speed-accuracy trade-off in face detectors for forensic
tools by image resizing,” in V Jornadas Nacionales de In-
vestigación en Ciberseguridad, 2019.

[17] S. Yang, P. Luo, C. C. Loy, and X. Tang, “Wider face: A
face detection benchmark,” in IEEE Conference on Com-
puter Vision and Pattern Recognition (CVPR), 2016.

[18] H. Nada, V. A. Sindagi, H. Zhang, and V. M. Patel, “Push-
ing the limits of unconstrained face detection: a challenge
dataset and baseline results,” Computing Research Repos-
itory, 2018.

[19] T. Lin, P. Goyal, R. Girshick, K. He, and P. Dollr, “Focal
loss for dense object detection,” in 2017 IEEE Interna-
tional Conference on Computer Vision (ICCV), 2017.

[20] S. S., W. Q., X. P., and C. X., “Benchmarking state-of-
the-art deep learning software tools,” in 7th International
Conference on Cloud Computing and Big Data, 2016.

[21] R. Nardelli, Z. Dall, and S. Skevoulis, “Comparing ten-
sorflow deep learning performance and experiences using
cpus via local pcs and cloud solutions,” in Advances in
Information and Communication (FICC 2019), 2020.

[22] W. Liu, D. Anguelov, D. Erhan, C. Szegedy, S. Reed, C.-
Y. Fu, and A. C. Berg, “SSD: Single shot multibox detec-
tor,” in Computer Vision – ECCV, 2016.

[23] M. Everingham, L. V. Gool, C. K. I. Williams, J. Winn,
and A. Zisserma, “The pascal visual object classes (VOC)
challenge,” International Journal of Computer Vision,
2010.


