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Abstract

Tor (The Onion Router) is one of the most famous anonymous networks in the
Deep Web. It provides a wide range of legal and illegal hidden services to the
user. Recognizing such illicit domains is a challenging task for Cyber Security
and Law Enforcement Agencies. However, doing it manually, based only on
the officers’ experience, is slow and prone to errors. Therefore, in this paper,
we propose an automatic method based on perceptual hashing to recognize
services on the Tor network through the contents of their snapshots. Firstly,
we introduce and make publicly available DUSI-2K (Darknet Usage Service
Images-2K), an image dataset which contains snapshots from some active Tor
service domains. We also present a new, efficient, robust and discriminative
image hashing method, named F-DNS, built by incorporating the Dominant-
Neighborhood-Structure (DNS) map and the Global Neighborhood Structure
(GNS) texture energy map. Both the DNS and, subsequently, the GNS,
are extracted from the discrete cosine transform of the image. In order to
evaluate the efficiency of our hashing method, we have carried out intra and
inter tests using images from some state-of-the-art datasets under various
content-preserving operations. The high correlation coefficient values that
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our method obtains for almost all the operations, i.e. 0.99, indicate that
F-DNS performs better than the state-of-the-art methods we have compared
it with, especially in the case of rotation. Additionally, we assessed F-DNS
for recognizing the category of Tor domains based on their snapshots using
the DUSI-2K dataset. We also compared its performance with two typical
image classification methods, i.e. Bag of Visual Words (BoVW) and features
obtained from a Convolutional Neural network (CNN). F-DNS outperformed
both of them, with an accuracy of 98.75%, whereas BoVW and CNN features
achieved 30.11% and 81.68%.

Keywords: Perceptual Hashing, Deep Web, Tor, DCT, F-DNS, Image
Classification

1. Introduction

A large number of multimedia files are uploaded to the Web every day,
like the 924 pictures which are posted on Instagram per second1, the 300
million of photos that are upload to Facebook per day 2 or the 400 hours of
video that are uploaded to YouTube every minute 3.

These social networks, same as Twitter, Facebook or Tumblr, among oth-
ers, are part of the Surface Web, and because of that, they can be indexed
by standard search engines, like Google, Yahoo or Bing. The rest of the
Web, whose content cannot be indexed, such as private networks, personal
data stored in Google Drive, companies databases or government resources,
is called Deep Web [1]. The Dark Web is the portion of the Deep Web which
usually requires specific web browsers to be accessed. The Dark Web com-
prises several Dark nets, where The Onion Router (Tor) is nowadays one
of the most famous ones. Tor content can be retrieved through a partic-
ular browser, i.e., the Tor Browser, or through the Surface Web with the
tor2web website4. The use of Tor has increased in recent years because of its
architecture and the anonymity layer it provides.

Several studies define which content can be found in Tor Darknet [1, 2, 3]
or they classify the Darknet into different categories [4], to conclude that

1http://www.internetlivestats.com/one-second/
2https://zephoria.com/top-15-valuable-facebook-statistics/
3http://www.everysecond.io/youtube
4https://www.tor2web.org
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48% of the analyzed domains hosted a wide variety of legal activities, like
file-sharing, forums or legal market places. However, encouraged by the layer
of anonymity that Tor provides, there is a 20% of Tor domains, also known
as hidden services, whose content is considered illegal in many countries,
e.g. child pornography [5], material or illicit drugs selling. Because of the
existence of these unlawful activities, the Tor Darknet is being monitored
by agents of Law Enforcement Agencies (LEAs). In the last few years, the
monitoring process has been carried out manually: a LEA agent took a list
of Tor domains, visited them one by one and manually classified its content
as legal or illegal.

However, as any manual process, this procedure is time-consuming, slow,
it depends on the agent experience, and sometimes it exposes the agents to
disturbing and undesired content, as is child pornography.

To ease the inspection of this material, and based on the interest of Span-
ish LEAs on automatic tools that can support their daily work, Machine
Learning solutions have been recently proposed to assist in monitoring Tor,
based on its textual [6] or visual content [7].

Regardless the effectiveness of the proposed solutions, some hidden ser-
vices in Tor that belong to the same category, e.g., cryptocurrency money
laundry or ransomware payment panels, duplicate their visual content with
small variations between them. A clear example of this are some domains
that contain the payment panel where a user infected by ransomware must
pay the required bitcoins to get their personal files decrypted. The payment
panel of this hidden service, and therefore its visual content, is duplicated
with small variations through dozens or hundreds of different domains, where
the main difference is the bitcoin address specified for the payment. Figure 1
shows an example where the visual content of the two domains are the same
except the passwords region.

Those small variations create a challenging situation in a text-based clas-
sification system, and might not be easily handled by a model trained with
those images, similar to the solutions referenced before. Therefore, we con-
sider that a perceptual hashing technique could address the problem of de-
tecting the hidden services that appear several times duplicated across Tor.

Perceptual image hashing [8] is used for creating a fixed-length sequence,
either composed by binary or real numbers, to represent the image content.
It is broadly used in real applications, such as multimedia forensics [9], im-
age authentication [10], copy detection [11], indexing [12] or retrieval [13].
Perceptual hashing must satisfy perceptual robustness [14], i.e. identical
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Figure 1: Snapshots from two Tor domains of Locked category. Red region shows the
difference among them.

images should have the same or very similar hash codes even if any content-
preserving operation has been applied to them (e.g., scaling, rotation, noise
addition, compression), and discriminative capability [15], i.e, visually dif-
ferent images should be represented by different hash codes. But, there are
still challenges and some limitations in the generation of robust perceptual
image hashing, specially in rotation at different angles.

In this paper, we present Frequency-Dominant Neighborhood Structure
(F-DNS), a new perceptual image hashing schema that is robust against
content-preserving operations such as brightness, contrast adjustment, gamma
noise, filtering, JPEG compression, watermarking and scaling. Moreover,
F-DNS is remarkably robust against rotation, thus overcoming the issues
that state-of-the-art perceptual hashing methods experience with rotation
at different angles. Besides, it attains a good trade-off between perceptual
robustness and anti-collision capability.

We also apply F-DNS to the problem of detecting the category of do-
mains that host nearly identical content in Tor darknet based on their snap-
shots, e.g., cryptocurrency money laundry or illegal drug selling. This can
be considered an image classification application, so we compare its per-
formance with two classical image description methods, i.e. Bag of Visual
Words (BoVW) and features extracted from a Convolutional Neural Network
(CNN), classified with a Support Vector Machine (SVM). Finally, we also
present DUSI-2K, an extension of the Darknet Usage Service Images (DUSI)
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dataset [7] with 2500 snapshots of Tor domains divided into 16 categories.
DUSI-2K is publicly available on our web5.

The rest of this paper is structured as follows. In Section 2, we make a
brief revision of the state-of-the-art. A detailed description of the DUSI-2K
dataset is presented in Section 3. Section 4 describes the proposed image
hashing method. The experimental results and the performance compar-
isons are presented in Section 5. The classification of DUSI-2K using F-DNS
and image classification techniques is described in Section 6. Finally, the
conclusion and future work are discussed in Section 7.

2. Related Work

2.1. Image Classification on Surface and Deep Web

In the last years, there have been several works focused on the classifica-
tion of domains hosted on the Surface and Deep Web based on their content.

Regarding the Surface Web, Song et al. [16] suggested an automatic clas-
sification method of web documents based on ontologies, which expressed the
terminology information and vocabulary enclosed in web documents. Xhe-
mali et al. [17] presented a comparison of Neural Networks, Näıve Bayes and
Decision Trees for automatic analysis and classification of attribute data ac-
quired from training course web pages. Besides, they introduced an enhanced
Näıve Bayes classifier which was used on the same data sample. Saraç et al.
[18] used an ant colony optimization algorithm to select the best features
from web documents, e.g. HTML/XML tags, URLs, hyperlinks or text con-
tents, which are used on the well-known C4.5, Näıve Bayes and K-nearest
Neighbour classifiers to assign class labels to web pages.

Concerning the Deep Web, Moore et al. [1] crawled 5615 hidden services
using an automatic web crawler. Then, they randomly selected a subset of
domains and trained a Support Vector Machine model, producing 12 cate-
gories. Al-Nabki et al. [6] released Darknet Usage Text Addresses (DUTA),
a publicly available dataset where Tor darknet is classified into 26 different
categories based on their textual content. In their work, Al-Nabki et al.
used DUTA built a text classifier to detect illegal content in Tor, obtaining
the best results with the combination of Term Frequency-Inverse Document

5http://gvis.unileon.es/dataset/dusi-darknet-usage-service-images-2k/
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Frequency (TF-IDF) and Logistic Regression. Later, Al-Nabki et al. re-
leased DUTA-10K, increasing the textual samples of DUTA up to 10000 [4].
In their work, they proposed ToRank, a link-based algorithm to rank Tor
hidden services.

Using DUTA dataset as a reference, other authors explored the visual
classification of Tor domains. Fidalgo et al. [19] presented TOr Image Cate-
gories (TOIC), a dataset comprising snapshots taken from five categories of
DUTA: drugs, weapons selling, money, personal IDs and credit cards coun-
terfeit. They used TOIC to trained an image classification model using SIFT
descriptors and a Bag of Visual Words (BoVW) model. TOIC dataset has
been recently used in recent works from the same authors, where saliency
maps are used for feature filtering [20].

DUTA contains categories with a high replication rate, and they are not
contained in TOIC, like hidden services locked by credentials or used for
file hosting. To overcome this drawback and trying to detect those services,
Biswas et al. [7] proposed DUSI dataset (Darknet Usage Service Images)
and compared the performance of perceptual hashing techniques against a
BoVW framework fed by SIFT descriptors, recommending the former for the
task of recognizing the Tor hidden services gathered by DUSI dataset.

2.2. Perceptual hashing

Traditionally, perceptual hashing methods were usually robust against
certain types of attacks, like digital watermarking, noise addition, contrast
adjustment and scaling, but not against rotations [21]. Several attempts have
been made to decrease the impact of certain attacks, like rotation sensitivity
[22], compression resilience [23], or being robust against small rotations [24].
Nevertheless, getting improvements under some attacks usually resulted in
an increased sensitivity to others, like contrast adjustment, salt and pepper
noise [25], tampered regions [10], or watermark embedding [26].

In the last few years, many image perceptual hashing methods have been
presented and used in the field of multimedia security [23, 10, 27, 28, 29, 30],
many of which are based on much earlier methods as are the Discrete Cosine
Transform (DCT), the Discrete Wavelet Transform (DWT) and the Discrete
Fourier Transform (DFT).

Davarzani et al. [31] presented the center-symmetrical local binary pat-
tern (CSLBP) for representing the perceptual image content proving to be
useful for tampering detection. Tang et al. [32] constructed an image hash
based on color vector angle of a color image. They firstly extracted the
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histogram from color angles and then compressed it to make a short hash.
For a person re-identification, Fang et al. [33] described the features based
on perceptual hashing. They extracted low-level color and gradient features
from an image and then a hash feature map generated by the quantified fea-
tures. In a second stage, the histogram, mean vector and the co-occurrence
matrix features were extracted from the center area of the hash feature map
to describe a person.

As we have stated, some hashing algorithms are still sensitive to rotation,
whereas some other methods are robust against it, but their discriminative
capability is poor [23, 34]. Therefore, developing an image hashing algorithm
that achieves an acceptable trade-off between discrimination capability and
arbitrary rotation robustness is still a challenging task.

3. Darknet Usage Service Images-2K (DUSI-2K)

The Darknet Usage Service Images (DUSI) dataset [7] comprised Tor
darknet snapshots manually classified into six categories. In this paper, we
have extended DUSI to DUSI-2K, where we have included snapshots from
16 categories of Tor domains following a semi-supervised process. In this
section we describe the procedure we followed to obtain it, together with the
DUSI-2K main content and features.

Our main intention to extend DUSI is to classify more categories of DUTA
[6] based on the visual contents of the hidden domains. DUSI’s extension
started with a crawling process using the labeled domains of DUTA, gather-
ing the resources of the active ones. During the crawling process, we obtained
2751 snapshots from Tor active domains from 20 classes of DUTA. Since the
DUTA dataset was manually annotated for each domain, we used the same
DUTA category of a domain as the category of the snapshot.

Next, we used the well-known perceptual hashing algorithm (pHash) [35]
to extract a hash code from each snapshot. Then, we clustered the hash codes
using agglomerative hierarchical clustering with Ward’s minimum variance
[36]. We assessed different linkage metrics for hierarchical clustering and we
considered that Ward’s minimum variance provided the best results based
on the expected sizes of the clusters.

During the clustering process, we observed the resulting dendrogram,
and we manually established an initial cut-off distance that resulted in 10
clusters. After the visual inspection, we noticed that there was a group whose
dendrogram showed the possible presence of new categories, and we carried
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Figure 2: Examples from each category of DUSI-2K dataset: Blog (a), Casino (b), Cryp-
tocurrency (c), Cryptolocker (d), Down (e), Drug (f), Empty (g), Forum (h), Hosting
(i), Locked (j), Marketplace (k), Personal (l), Service-legal (m), Social-Network-chat (n),
Violence-Weapons (o) and Wiki (p).

out a new clustering using only the images belonging to this one. Finally,
we visually inspected all the images on each cluster and reassigned those
who were placed in an unsuitable group to the correct one. Moreover, we
fed our snapshot collection with DUSI samples [7], by allocating them into
the corresponding clusters. During our inspection, we discarded the clusters
with one image, and also the images that could not be allocated to any group
because their category did not match. In the end, we manually assigned to
each cluster the corresponding DUTA category [6]. The resulting dataset,
DUSI-2K, comprises 2500 snapshots of Tor domains and it is divided into 16
categories, which were also sub-categorized following the activities detected
during DUTA creation [6]. Figure 2 depicts some examples of snapshots from
such categories, which are described below.
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DUSI-2K final categories have been taken from the DUTA dataset. DUSI-
2K comprises snapshots from domains with a significant rate of replication,
finding legal, illegal and undefined content on them. We have made this
distinction based on a visual inspection of the snapshots and under a broad
perspective of what it could be considered legal or not. A division based
on a detailed inspection of the domain content and specific country laws or
regulations is out of the scope of this paper.

On the one hand, we consider as “legal” the following categories: Blog,
Casino, Cryptocurrency, Forum, Hosting, White Marketplaces, Personal, Le-
gal services, Chats and Wiki. We consider that the domains included in the
categories Blog, Chats, Forum and Wiki sites are self-explicative, since their
content and objectives are similar than those in the Surface Web. Casino
comprises domains where people can bet and play casino games. Cryptocur-
rency hidden services offer services related to the storage, exchange, transac-
tion information and obtention of different cryptocurrencies, mainly bitcoins
as far as we have observed. In the White marketplaces, a user can buy anony-
mously legal products, mainly related to technology and smartphones, to the
best of our knowledge. The Tor domains we named Personal show content
not related to any specific category, like people that describe some skills,
personal thoughts or their curriculum vitae. In Legal services, we observed
how different users host professional or individual assistance with some tasks
or services. Finally, Hosting domains comprise sites related to directory lists,
file-sharing platforms, darknet search engines, server offerings and free soft-
ware to be downloaded.

On the other hand, we considered “illegal” domains those labelled as
Cryptolocker, Drugs, Black Marketplaces and Weapons. Cryptolocker in-
volves different types of panels used to process the payments of people af-
fected by a ransomware virus. If an infected user payed the ransom through
these sites, he/she would recover (although not always) the data encrypted
by the virus. In Tor, a user can buy illegal drugs of any type at Black Mar-
ketplaces or dedicated Drugs sites, but also purchase all kind of weapons [37]
in Weapons sites.

Finally, due to their nature, we consider Down, Empty and Locked cat-
egories as “undefined”, due to the nature of its content. Down category
refers to those domains that were offline the moment we tried to crawl them,
while Empty comprises those who do not contain enough textual content to
training a textual classifier [6]. Finally, those hidden services which cannot
be accessed without some credentials are classified as Locked, and cannot be
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considered legal or illegal since we do not know what they host.

4. Frequency-Dominant Neighborhood Structure (F-DNS) percep-
tual hashing

In this Section we will introduce the proposed perceptual hashing scheme,
which we named F-DNS, and explain its details. Figure 3 presents a diagram
with the main steps of the F-DNS method: (1) pre-processing, (2) feature
extraction, and (3) hash construction.

Figure 3: Pipeline to compute F-DNS hashing method on Tor snapshots. (a) The system
receives a snapshot of the main page from a Tor domain. (b) Then, the image is prepro-
cessed with a Gaussian filter. c) Next, feature extraction is performed through DCT and
DNS. d) Finally, F-DNS hash values are obtained.

In the preprocessing stage, an image is converted to grey-scale and then
smoothed by means of a Gaussian filter to improve the performance of the de-
tection and perceptual robustness. Let G(i, j) be the value of the convolution
mask in the coordinates (i, j):

G(i, j) =
g(i, j)∑M

i=1

∑M
j=1 g(i, j)

, (1)

being:

g(i, j) =
e−(i

2+j2)

2σ2
, (2)

where σ is the standard deviation of the Gaussian distribution.
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After preprocessing the image, features are extracted by means of the
Discrete Cosine Transform (DCT) and the Dominant Neighborhood Struc-
ture (DNS), proposed by Khellah [38]. First, we applied the DCT to the
preprocessed image, looking for the texture energy of each pixel. The DCT
of an image f is represented by Eq. (3).

F (i, j) = α(i)α(j)
M−1∑
x=0

N−1∑
y=0

f(x, y) cos

(
(2x+ 1)iπ

2M

)
cos

(
(2y + 1)jπ

2N

)
, (3)

where f(x, y) is the pixel value at the coordinate (x, y) of the image and
F (i, j) represents the DCT domain of f(x, y) at the vertical and horizontal

frequencies i and j, respectively. In addition, α(i)=
√

1
M

, α(j)=
√

1
N

for

i, j = 0, and α(i)=
√

2
M

, α(j)=
√

2
N

for i, j 6= 0.

Afterwards, the Dominant Neighborhood Structure (DNS) [38] is applied
on the output of the DCT of the image to extract features from its texture
energies. The DNS exploits the high redundancy that is found in images
with repetitive patterns. Given a pixel x, called central pixel, the DNS, D,
is obtained by computing the intensity similarity for all pixels x′ which fall
within a N × N neighbourhood around it, called searching window. The
similarity of each pixel x′ of the searching window is calculated employing
the Euclidean distance between the intensities in the flattened matrices of
M ×M pixels around both x and x′. This area of M ×M pixels is called
neighbourhood window. If the coordinates of x′ within the neighbourhood
window are (i, j), then the similarity between x and x′ is placed in the posi-
tion (i, j) of the DNS, i.e. D(i, j). Therefore, the DNS represents the degree
of similarity of texture energies between pixel x and its neighbour pixels.
Figure 4 summarizes the complete process.

Since the DNS is extracted from the DCT of the image instead of from the
original image we name the extracted map as Frequency-Dominant Neigh-
bourhood structure (F-DNS). The basic idea behind the creation of an F-DNS
map is that the texture energy similarities calculated following the process
described above should be similar when the texture energies are redundant
in local neighbourhood pixels.

To capture the distinctive global texture energy characteristics of an im-
age, the central pixels should be laid uniformly over the image, so that the
generated neighbourhood structure maps can cover the whole texture energy
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Figure 4: Frequency-Dominant Neighbourhood Structure (F-DNS) map calculation steps
- better viewed in color. We analyze a 9 × 9 Searching Window, shadowed in gray, to
compute the intensity similarity of all the pixels against a central one, shaded in red. We
take the intensity values in the 3 × 3 Neighborhood Window around each pixel (blue)
and central one (green), we convert it into 9-length vectors and compute their Euclidean
distance. The 9× 9 F-DNS Map is obtained repeating this process for all the pixels in the
Searching Window.
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image. Therefore, the above-mentioned process is repeated considering a new
central pixel x, with its corresponding F-DNS map, separated by a gap of gh
pixels horizontally and gv pixels vertically from the previous one until all the
N ×N F-DNS maps are obtained.

After obtaining all F-DNS maps, we compute the Frequency-Global Dom-
inant Neighbourhood Structure (F-GNS) of the image by summing up all
F-DNS maps calculated from the image (see Eq. (4)).∑

m∈A

Dmi,j
, (4)

where Dmi,j
is a value at (i, j) location of the m-th F-DNS map and A is

the set of all the F-DNS maps extracted from an image. The F-GNS map
will approximately represent the inherent global texture energy homogeneity.
Figure 5 depicts how the F-GNS map of an image is calculated.

Figure 5: Frequency-Dominant Neighbourhood Structure map calculation steps. A F-GNS
map (right) is obtained by adding all the n 9× 9 F-DNS maps on the left.

In this work, we have considered a searching windows of 9 × 9 pixels
(i.e., N = 9) since, if we considered bigger searching windows (e.g., 11 × 11
or 21 × 21) we would obtain long hash codes that would lead to compu-
tationally expensive similarity comparisons between hashes. We also used
neighbourhood windows of 3× 3 pixels (i.e. M = 3) because bigger windows
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would make the texture within the neighbourhood window to be less uniform,
the calculations of the Euclidean distances would be more computationally
expensive and the pixels of the neighbourhood windows of the central pixel
and other pixels of the searching windows would be overlapped. Anyway,
we carried out experiments using bigger neighbourhood windows (i.e. 5× 5)
and the experimental results did not change significantly with respect to the
chosen size of 3×3. Finally, the horizontal and vertical gap that we consider
is 9 (i.e. gh = gv = 9), so that all pixels are covered by any searching window.

The final image hash is generated using the coefficients of the 9 × 9 F-
GNS but discarding the first row and column, thus, avoiding including the
DC component of the DCT, which was considered in the calculation of the
F-DNS maps. Therefore, at the end of the process, the hash code of each
image is composed of 64 real values. We want to remark that we carried out
some experiments using all the values of the F-GNS map, i.e., 81 values, and
the results were worse than the ones obtained with hash codes of 64 elements.

5. Experimental Results and Performance Analysis

5.1. Experimental Setup

One of the objectives of this work is to recognize or identify similar Tor
domains based on the screenshot of its home page. Our approach is based on
perceptual hashing, using the F-DNS proposed method, but we have evalu-
ated as well the performance of other two possible approaches, such as Bag
of Visual Words (BoVW) and features obtained from a Convolutional Neural
network (CNN), as we will explain later.

To calculate and compare the image hashes and to classify the images with
the CNN approach we have used Python 3. However, we used MATLAB for
classifying the images when using the Bag of Visual Words.

We have compared the performance of F-DNS with three state-of-the-art
hashing methods, i.e. Ring Partition and Invariant Vector Distance (RP-
IVD) [39], Selective Sampling for Salient Structure Features (SS-Salient-SF)
[28] and pHash [40], on three datasets, namely USC-SIPI [41], UCID [42]
and Ground Truth [43]. We used the correlation coefficient to compute the
similarity between hash codes, as it has been done in previous works [15]. Let

H1 = [h
(1)
1 , h

(1)
2 , . . . , h

(l)
l ] and H2 = [h

(2)
1 , h

(2)
2 , . . . , h

(2)
l ] be two image hashes

where l is the hash length. Thus, the correlation coefficient of H1 and H2 is
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calculated by means of Eq. (5):

S(H1, H2) =

∑l
i=1(h

i
1 − µ1).(h

i
2 − µ2)√∑l

i=1(h
i
1 − µ1)2.

√∑l
i=1(h

i
2 − µ2)2 + ξ

, (5)

where µ1 and µ2 are the mean values of H1 and H2, respectively. Moreover,
ξ is a small constant to avoid division by zero. The range of the correlation
coefficient S is [−1, 1]. The higher the value of S, the more similar two images
are. This means that two images can be considered as visually similar if the
correlation coefficient of their hashes is higher than a given threshold T.
Otherwise, they will be considered as different images.

In RP-IVD, we followed Tang et al. work [39], and we set the number of
rings to 40, the number of keys to 100 and we normalized the image size to
512× 512. For Salient Structure Features (SS-Salient-SF) [28], we converted
the input RGB color image into CIE L*a*b* color.

Since the correlation coefficient is calculated using hash codes composed
by real values, in the case of pHash we worked with the values obtained
before binarizing the code, instead of the binary hash code yielded by the
original method [40].

5.2. Perceptual Robustness evaluation

For this experiment, we followed the same experimentation protocol that
the one mentioned in [39, 28] but adding additional angles to the rotation
attack. We randomly selected 35 images from the USC-SIPI dataset. Figure
6 depicts some samples of this dataset.

To generate visually identical versions of those images, we performed the
following content-preserving operations, i.e. attacks: brightness and adjust-
ment, gamma correction, 3 × 3 Gaussian low-pass filtering, multiplicative
noise, salt and pepper noise, JPEG compression, rotation, scaling, and wa-
termark embedding. We used the parameters described in Table 1, generating
88 new similar attacked versions of each image of the dataset. All the at-
tacks were performed automatically using Python 3, except the Watermark
embedding, which was carried out manually using the online Lunapic editor6.

To carry out this intra-test, we first extracted the hash codes of each
original image and its attacked versions. Then, we computed the correlation

6https://www.lunapic.com/editor/
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Figure 6: Some samples from USC-SIPI benchmark

Table 1: Content-preserving operations used in this experiment and their parameter values.

Operation Parameters Parameter values
Brightness adjustment Scale ±10, ±20
Contrast adjustment Scale ±10, ±20
Gamma correction γ 0.75, 0.9, 1.1, 1.25

Salt and pepper noise Density 0.001-0.01
Multiplicative noise Variance 0.001-0.01

3× 3 Gaussian
Standard deviation 0.3, 0.4, 0.6, 0.7, 0.8, 0.9, 1.0

low-pass filter
JPEG compression Quality factor 30, 40, 50, 60, 70, 80, 90, 100

Scaling Ratio 0.5, 0.75, 0.9, 1.1, 1.5, 2.0

Rotation Angle in degree
±1, ±2 , ±5, ±6, ±7, ±8, ±9
±10, ±15,±30, ±45, ±90

Watermark embedding Strength
10, 20, 30, 40, 50, 60

70, 80, 90, 100

coefficient scores between the hash of the original image and all the hashes
corresponding to each of its attacks, to evaluate their similarity. Finally,
those correlation coefficient scores for the same operation are averaged and
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presented in Table 2. In addition, we present the detailed intra-test results
of the F-DNS method (i.e., the minimum, maximum, average and standard
deviation of the correlation coefficients for each of the attacks) in Table 3.

Table 2: Mean Correlation Coefficient scores of the four assessed methods.

Operation
SS-Salient-SF RP-IVD pHash F-DNS

[28] [39] [40] (Ours)
Brightness adjustment 0.9448 0.9583 0.9884 0.9985
Contrast adjustment 0.8942 0.9920 0.9967 0.9993
Gamma correction 0.9719 0.9957 0.9990 0.9995

Salt and pepper noise 0.9963 0.9872 0.9612 0.9999
Multiplicative noise 0.9947 0.9939 0.9754 0.9999

3× 3 Gaussian
0.9927 0.9973 0.9988 0.9999

low-pass filter
JPEG compression 0.9997 0.9986 0.9979 0.9993

Scaling 0.9723 0.9773 0.9704 0.9875
Rotation 0.0438 0.2959 0.2773 0.9365

Watermark embedding 0.9989 0.9601 0.9894 0.9989

Table 3: Average minimum, maximum, mean and standard deviation of the correlation
coefficients for each of the attacks using the F-DNS hash method.

Operation Min. Max. Mean std.

Brightness adjustment 0.9950 0.9999 0.9985 0.0020

Contrast adjustment 0.9980 0.9999 0.9993 0.0007

Gamma correction 0.9989 0.9998 0.9995 0.0003

Salt and pepper noise 0.9994 0.9999 0.9999 0.0013

Multiplicative noise 0.9997 1.0 0.9999 0.0001

3× 3 Gaussian
0.9998 1.0 0.9999 0.0021

low-pass filter

JPEG compression 0.9984 0.9999 0.9993 0.0005

Scaling 0.9648 0.9975 0.9875 0.0118

Rotation 0.8913 0.9999 0.9365 0.0458

Watermark embedding 0.9942 0.9995 0.9989 0.0017
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Our method, F-DNS, achieved the highest mean correlation coefficient
scores for all the content-preserving operations except JPEG Compression.
Moreover, with the rotation attack, probably the most challenging one for
perceptual hashing methods [25, 24, 44], the proposed method, F-DNS, per-
forms remarkably well achieving an average correlation coefficient of 0.9365,
what is much better than SS-Salient-SF, RP-IVD and pHash, that obtain
0.04, 0.27 and 0.29, respectively.

In order to explore further robustness against rotation we carried out the
following experiment: we took the 35 images we selected from USC-SIPI,
we rotated them at ±1◦, ±2◦, ±5◦, ±6◦, ±7◦, ±8◦, ±9◦, ±10◦, ±15◦, ±30◦,
±45◦ and ±90◦, and finally we computed the correlation coefficient between
perceptual hash codes of each original image and its rotated versions. We
carried out this experiment for the four assessed perceptual hashing methods.
Figure 7 depicts the average of these correlation coefficients as a function of
the rotation angle. It is clear that our proposal not only achieves a higher
performance for all angles except for ±90◦, for which RP-IVD achieves a
higher performance, but also it is more robust against rotations because, as
can been seen in Figure 7, the average correlation coefficient is very similar in
all the studied angles, whereas the other methods have much more variability
depending on the rotation angle used.

5.3. Discrimination evaluation

To test the discrimination capability of our proposed schema, 200 different
images were randomly selected from the UCID [42] and Ground Truth [43]
databases. Later, we computed the correlation coefficient S of each of the
2-combination of the set of hash codes of these 200 images, i.e.

(
200
2

)
=

200·199
2

= 19, 900 pairs of different images. In this way, we carried out an
inter-test to assess the discrimination capability of F-DNS and compare it
with SS-Salient-SF, RP-IVD and pHash. The distribution of these correlation
coefficients for the different image hashing methods evaluated is depicted in
Figure 8.

It can be observed that the minimum and maximum values for SS-Salient-
SF, RP-IVD, pHash and F-DNS are [-0.79, 0.93], [-0.69, 0.96], [-0.93, 0.99],
and [0.2, 0.97], respectively. Moreover, the standard deviations for SS-
Salient-SF, RP-IVD, pHash and F-DNS are 0.14, 0.25, 0.30, and 0.15, re-
spectively.

Therefore, F-DNS correlation coefficient scores ranging from 0.89 to 1 in
the intra-test for all the assessed content-preserving operations (see Table 3)
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Figure 7: Evaluation of RP-IVD [39], SS-Salient-SF [28], pHash [40], and F-DNS with
different rotation parameters. Correlation coefficient obtained the highest value for zero
degrees and it is constant when increasing the rotation angles in positive or negative
direction.
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Figure 8: Discrimination capability test over 19, 990 different pairs of images. It can be
noticed that the correlation coefficient obtains the lowest value for different images.

20



and from 0.2 to 0.97 in the inter-test. Considering the intra-test, if we set a
threshold in 0.98, only 175 amongst all the 3080 attacked images would be
considered as different images, what means that only a 5.68% will result as
false negatives, whereas none of the different images would be considered as
similar images, according to the results of the inter-test. If we decreased the
threshold, there would be no false negatives, i.e., attacked images considered
to be different), but the false positives, or different images considered as
similar, would increase. Therefore, we consider that a threshold T = 0.98
is an excellent trade-off between the false positives and the false negatives
rates.

Considering the other state-of-the-art assessed methods SS-Salient-SF,
RP-IVD, pHash, taking into account the intra-test results, the best thresh-
olds would be T = 0.97, T = 0.96 and T = 0.97, respectively, because
decreasing them would make the false positives to increase. However, such
thresholds make 840, 770 and 840 images out of the 3080 attacked versions
(i.e., 27.27%, 25% and 27.27% respectively) to be considered as different im-
ages, i.e., false negatives. Moreover, with such thresholds, 0, 56 and 8 differ-
ent pairs of images would be considered as similar images with SS-Salient-SF,
RP-IVD and pHash, respectively. This proves that F-DNS outperforms other
state-of-the-art methods.

6. Classification of Tor Darknet services using snapshots of their
domains

After demonstrating the discrimination capability of the proposed percep-
tual hashing method, F-DNS, we have assessed it for the task of classifying
the categories of Tor darknet domains by means of a snapshot of their home
page.

We used DUSI-2K dataset to compare the performance of F-DNS with
the perceptual hashing algorithms Selective Sampling for Salient Structure
Features (SS-Salient-SF) [28], Ring Partition and Invariant Vector Distance
(RP-IVD) [39], and pHash [40], as we did in Section 5. Moreover, since this
can be regarded as an image classification task, we have also assessed two
state-of-the art image descriptors: the Bag of Visual Words (BoVW) frame-
work using SIFT as the visual words’ descriptor and features extracted from
a pre-trained Convolutional Neural Network (CNN). In both cases, we have
used a Support Vector Machine (SVM) as a classifier. Note that, during this
experimentation, we excluded the categories “Empty” and “Down” because
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Figure 9: Examples of DUSI-2K samples from Down category. This type of domains may
contain a single sentence (upper-left), multiple sentences or having different backgrounds
with extra visual content (bottom-right).

22



they contained images almost entirely empty, i.e. blank or with only a few
words. Figure 9 shows the examples of Down services. Therefore, in this ex-
periment we used 14 image classes, i.e., the ones detailed in Section 3 except
“Empty” and “Down”. Moreover, some of these classes have been divided
into several sub-classes (i.e. a service in the “Hosting” class may be consid-
ered as “Directory”, “File-sharing”, “Folders”, “Search-engine”, “Server” or
“Software”, depending on the type of service it hosts, whereas a “Market-
place” can be labelled “White” or “Black”, depending on whether legal or
illegal goods are sold). This division is also motivated by the interest shown
by Spanish LEAs on identifying those activities when monitoring the Tor
darknet.

In addition, within each class or subclass there may be different types
of templates, i.e. designs of the website. Therefore, we have divided the
classes/sub-classes into different types when necessary, in order to reflect
these changes. There are different 79 types of templates. Those 79 categories
contain 1624 images and their distribution is presented in Table 4.

6.1. Perceptual Hashing-based classification

To do the experimentation with the perceptual hashing methods, we ran-
domly selected one snapshot per type, i.e. 79 – see column Type in Table 4
–, and we used them as templates for their corresponding types.

Following the procedure explained in Figure 3, first, we computed the
hash codes of the 79 templates. Afterwards, for each of the remaining 1545
images, we calculated its hash code and measured the similarity, i.e. the
correlation coefficient, with each of the 79 template hash codes. The classifi-
cation consisted of assigning each test image to the class, subclass and type
of the template for which similarity was maximum.

We have measured the classification performance utilizing the accuracy,
e.g. when four images belong to a specific Class and three of them were
assigned correctly to it, the accuracy is 75%, doing the same for subclasses
and Types.

We repeated the experimentation 20 times, including the random selec-
tion of the template of each type. The results that we report in Table 4 are
the average of the accuracies obtained in these 20 repetitions for F-DNS and
the state-of-the-art perceptual hashing methods.
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Table 4: DUSI-2K classification results using perceptual hashing (SS-Salient-SF [28], RP-
IVD [39], pHash [40] and F-DNS) and image classification methods (BoVW [19]) and
CNN-based features [37]. In the third column, NOI means the number of images of each
type. Values are the average accuracy for 20 repetitions expressed in % .

Class
Type NOI

SS-Salient
RP-IVD pHash BoVW CNN F-DNS

/Subclass -SF

Blog 4 100.00 100.00 100.00 0.00 100.00 100.00

Casino 2 100.00 100.00 100.00 0.00 100.00 100.00

Crypto-

T-1 23 89.50 62.72 80.90 95.00 91.11 92.37
T-2 10 45.00 25.00 40.00 80.00 92.00 68.5
T-3 3 100.00 100.00 100.00 0.00 100.00 100.00
T-4 91 100.00 100.00 100.00 100.00 100.00 100.00
T-5 85 100.00 100.00 100.00 99.52 100.00 100.00
T-6 50 93.26 100.00 56.73 93.33 100.00 100.00
T-7 91 100.00 100.00 100.00 100.00 100.00 100.00
T-8 12 100.00 100.00 100.00 100.00 100.00 100.00
T-9 6 100.00 100.00 100.00 80.00 100.00 100.00

currency T-10 2 100.00 100.00 100.00 0.00 100.00 100.00
T-11 3 100.00 100.00 100.00 0.00 100.00 100.00
T-12 2 100.00 100.00 100.00 0.00 50.00 100.00
T-13 3 75.00 100.00 100.00 0.00 77.78 100.00
T-14 2 50.00 75.00 0.00 0.00 100.00 100.00
T-15 2 100.00 100.00 100.00 0.00 100.00 100.00
T-16 2 100.00 100.00 100.00 0.00 75.00 100.00
T-17 2 100.00 100.00 100.00 0.00 100.00 100.00

Crypto-

T-1 2 100.00 100.00 100.00 0.00 0.00 100.00
T-2 31 100.00 100.00 100.00 100.00 100.00 100.00
T-3 303 78.35 100.00 100.00 99.60 99.47 100.00
T-4 38 100.00 100.00 100.00 100.00 100.00 100.00

lockers T-5 10 100.00 100.00 100.00 70.00 100.00 100.00
T-6 2 100.00 100.00 100.00 0.00 100.00 100.00
T-7 3 100.00 100.00 100.00 0.00 100.00 100.00

Drugs/
Illegal

3 100.00 100.00 100.00 0.00 100.00 100.00

Forum
T-1 2 100.00 100.00 100.00 0.00 100.00 100.00
T-2 2 100.00 100.00 100.00 0.00 0.00 100.00
T-3 2 100.00 100.00 100.00 0.00 0.00 100.00

Directory

T-1 16 100.00 100.00 100.00 95.00 100.00 100.00
Hosting/ T-2 3 100.00 100.00 100.00 0.00 100.00 100.00
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T-3 2 100.00 100.00 100.00 0.00 100.00 100.00
T-4 2 100.00 100.00 100.00 0.00 0.00 100.00
T-5 2 100.00 100.00 0.00 0.00 0.00 100.00

File

T-1 570 72.33 100.00 45.65 99.72 100.00 100.00
Hosting/ T-2 20 100.00 100.00 100.00 100.00 99.27 100.00

T-3 23 97.00 98.62 94.8 100.00 100.00 95.50
-sharing T-4 2 100.00 100.00 100.00 0.00 100.00 100.00

T-5 2 100.00 100.00 100.00 0.00 50.00 100.00
T-6 2 100.00 100.00 0.00 0.00 100.00 100.00

Hosting/

T-1 2 100.00 100.00 100.00 0.00 100.00 100.00
T-2 3 100.00 100.00 35.00 0.00 100.00 100.00
T-3 3 100.00 100.00 100.00 0.00 0.00 100.00
T-4 3 100.00 100.00 100.00 0.00 83.33 100.00

Folders T-5 5 80.00 80.00 50.00 40.00 55.56 90.00
T-6 3 75.00 NaN 50.00 0.00 73.33 85.00
T-7 4 50.00 100.00 100.00 20.00 50.00 100.00

Hosting/ T-1 2 100.00 100.00 100.00 0.00 100.00 100.00
Server T-2 2 100.00 100.00 100.00 0.00 50.00 100.00

Software

T-1 2 100.00 100.00 100.00 0.00 50.00 100.00
Hosting/ T-2 9 100.00 100.00 100.00 100.00 75.00 100.00

T-3 19 100.00 100.00 55.15 92.00 100.00 100.00
T-4 3 100.00 100.00 100.00 0.00 100.00 100.00
T-5 16 65.00 70.00 100.00 100.00 100.00 100.00

Hosting/
Search-eng.

3 100.00 100.00 100.00 0.00 68.75 100.00

Locked

T-1 7 100.00 100.00 100.00 5.00 100.00 100.00
T-2 2 100.00 100.00 100.00 0.00 100.00 100.00
T-3 3 100.00 100.00 100.00 0.00 75.00 100.00
T-4 13 100.00 95.00 100.00 100.00 100.00 100.00
T-5 2 100.00 100.00 100.00 0.00 100.00 100.00
T-6 8 100.00 100.00 100.00 100.00 100.00 100.00
T-7 3 100.00 100.00 100.00 0.00 100.00 100.00
T-8 4 100.00 100.00 100.00 10.00 100.00 100.00
T-9 4 100.00 100.00 100.00 50.00 83.33 100.00
T-10 5 100.00 100.00 100.00 50.00 100.00 100.00
T-11 2 100.00 100.00 100.00 0.00 100.00 100.00
T-12 3 100.00 100.00 0.00 0.00 100.00 100.00
T-13 17 100.00 100.00 50.00 100.00 14.00 100.00
T-14 4 100.00 100.00 100.00 0.00 100.00 100.00
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Market
Pl./Black

3 100.00 100.00 100.00 0.00 100.00 100.00

Market/ T-1 2 100.00 100.00 100.00 70.00 50.00 100.00
Pl./White T-2 4 100.00 100.00 100.00 0.00 100.00 100.00

Personal 2 100.00 100.00 100.00 0.00 100.00 100.00

Service
-Legal

4 100.00 100.00 100.00 0.00 50.00 100.00

Social
network/chat

2 100.00 100.00 100.00 0.00 100.00 100.00

Violence/ T-1 2 100.00 100.00 100.00 0.00 100.00 100.00
Weapons T-2 2 100.00 100.00 100.00 100.00 0.00 100.00

Wiki 9 70.00 65.00 45.00 30.00 40.00 70.00

1624 95.45 95.84 89.91 31.38 81.68 98.75

Our proposed scheme obtains a global accuracy of 98.75%, which is su-
perior to the state-of-the-art methods, where RP-IVD [39], SS-Salient-SF
[28], and pHash [40] obtained 95.84%, 95.45% and 89.91% respectively. We
noticed that F-DNS shows the highest classification accuracy for almost all
the classes, sub-classes, and their types, except for type 3 of class Hosting
- File-sharing and type 6 of Hosting - Folders. Notice that we reported the
NaN, i.e. “Not a Number”, value for the type 7 of class Hosting - Folders
for the RP-IVD [39] perceptual hashing method. The reason for obtaining
such value in this particular type may be that this method works with the
L component of the CIE L*a*b color space, and we noticed that the snap-
shots within this type had values zero or near zero in all the pixels in this
component.

6.2. Handcrafted and CNN feature image classification

In this subsection, we compare the performance of the F-DNS algorithm
on an image classification task, against two well-known frameworks: (1) the
traditional Bag of Visual Words (BoVW) algorithm with SIFT descriptors
and (2) Convolutional Neural Networks (CNN)-based features.

Regarding the BoVW approach, we have kept the settings presented in
our previous works [45, 7, 46]: we have encoded the BoVW feature vectors
with dense SIFT descriptors with both step and size 7, and we computed a
2048-word dictionary. However, in the experimentation with CNN features
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Figure 10: Performance of SS-Salient-SF [28], RP-IVD [39], pHash [40], F-DNS, BoVW
[7]) and CNN-based features [37], for an image classification task on DUSI-2K dataset.
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[37], we have used the MobileNets model [47] available in Keras7, which is
pre-trained on the ImageNet dataset [48], to extract the descriptors from the
last conv1 relu layer.

In both frameworks, i.e. BoVW and MobileNets features, we have split
DUSI-2K randomly into 5 disjoint sets, setting 75% of the images for training
a Support Vector Machine (SVM) with linear kernel, and 25% for testing.
For those classes and types with only two images, we have used one image
for training and the other one for the test.

In Table 4 it can be checked that F-DNS accuracy, i.e. 98.75%, still
outperforms the results obtained by SIFT, 31.38%, and MobileNets features,
81.68%. Subsequently, Figure 10 also shows that F-DNS attained higher clas-
sification accuracy compared to perceptual hashing methods [28, 39, 40] and
image classification methods, i.e., BoVW [7] and CNN-based features [37].
Due to the excellent results on the image classification task, F-DNS could be
recommended for a system to accurately classify Tor darknet snapshots into
the categories defined by the DUSI-2K dataset.

Moreover, our proposed method has a decisive advantage in this applica-
tion over machine and deep learning approaches. In this specific problem, it
is frequent to have clases, Types, with a very small number of images as can
be seen in Table 4 where classes with less than five images are very frequent
what makes difficult training a model. Our approach does not need a train-
ing stage, only to select an image that represents the hidden service that a
user wants to classify or recognize. Indeed, we can observe in Table 4 that in
those types of classes or sub-classes with a small number of snapshots, e.g.
Hosting - search engine or Hosting - Folders type 3, perceptual hashing-based
classification outperforms BoVW and CNN features. We noticed that CNN
features have superior performance than BoVW in these categories, demon-
strating their superior ability to retain significant information even from only
one image. However, both handcrafted and CNN features do not have enough
number of images to extract information and generate a competitive model.

7. Conclusion and Future Work

In this paper, we present a robust image hashing scheme, named Frequency-
Dominant Neighbourhood Structure (F-DNS), based on global texture en-

7https://keras.io/applications/
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ergy and Dominant Neighbourhood Structure. We evaluated F-DNS per-
formance against three state-of-the-art perceptual hashing methods: RP-
IVD, SS-Salient-SF, and pHash over the USC-SIPI dataset. F-DNS dis-
played the highest robustness against all the content-preserving operations,
except JPEG compression, where SS-Salient-SF obtained a slightly higher
correlation coefficient. We want to highlight that F-DNS achieved a remark-
able performance in the case of the rotation, with a correlation coefficient of
0.9365, while the best of the other methods, RP-IVD, obtained 0.2959.

Motivated by our collaboration with INCIBE and Spanish Law Enforce-
ment Agencies, we have applied this method to recognize and classify in
several categories the hidden services in the Tor darknet. To test in more
extend F-DNS for this application, we also created a new version of the Dark-
net Usage Service Images (DUSI) dataset, that we named as DUSI-2K, which
comprises 2500 snapshots taken from active Tor hidden services, divided into
16 Tor activities, instead of the six categories and the 1334 snapshots of the
previous version.

With the purpose of providing a solution for the problem of detecting Tor
hidden services, we used DUSI-2K dataset, and we compared the performance
of F-DNS and the three hashing schemes evaluated with two popular image
classification approaches, BoVW with dense SIFT and CNN Features, in both
cases using an SVM for classification. We confirmed that F-DNS obtained
the highest accuracy, 98.75%, outperforming the BoVW and CNN features,
which obtained accuracies of 30.11% and 81.68%, respectively. The fact
that F-DNS does not require a training stage, neither a significant number
of images to learn their features, makes our proposed hashing scheme an
especially suitable choice to solve the problem of identifying Tor darknet
domains.

In future research, we will assess the performance of F-DNS with different
parameters in the construction of the dominant neighbourhood structure,
including dimensionality reduction, to decrease the size of the hash codes.
We will also analyze the usefulness of building perceptual hashing codes
using pretrained Deep Neural Networks to carry out feature extraction from
images.
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