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Abstract
Text recognition can be used to retrieve textual information embedded in images. This task can be complex due to the lowresolution of the images and the orientation of the text, which
are problems commonly found in Tor darknet images. In this
work, we combine three different super-resolution algorithms,
together with a rectification network, to increase the performance in the text recognition step. We evaluated these combinations in four state-of-the-art datasets, and in TOICO-1K,
a Tor-based image dataset which was semi-automatically labelled for the task of Text Spotting in Tor darknet. We obtained
the highest performance increase in ICDAR 2015 dataset, with
an improvement of 3.77% when combining Residual Dense
and the rectification networks. In TOICO-1K, we achieved a
3.41% of improvement when we combined Deep CNN and the
rectification network. Our conclusion is that rectification performs slightly better than super-resolution when they are applied standalone, while their combination obtains the best results in the datasets evaluated.
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Introduction

The concept of darknet refers to those networks from the Dark
Web that require the use of specific browsers in order to be
accessed. The Onion Router (Tor) network is one such darknet
inside of the Dark Web, offering anonymity to its users thanks
to its layered domains, also known as hidden services. Due
to this high level of privacy and anonymity, Tor is commonly
used by journalists to protect their sources, IT professionals to
test the security of their networks and other users that wish to
maintain their anonymity.
However, Tor darknet also hosts suspicious content and services, like traders that want to sell different kinds of unregulated products. Al-Nabki et al. [1] concluded that 29% of the
active domains crawled from Tor darknet, during their study,
contained different kinds of suspicious or potentially illegal activities. Figure 1 shows four images showing part of the content that could be found on Tor darknet, where it can be easily
found domains with weapons and drugs selling, Child Sexual
Exploitation Material [2] or personal identification counterfeit-

Figure 1. Images crawled from Tor darknet. Samples from a
weapon dismantled (a), fake id (b), fake money (c) and credit
cards (d).
Literature presents different efforts to monitor Tor domains,
and extract their insights, to supervise suspicious activities, offering solutions from Natural Language Processing [3, 4], to
Computer Vision [5, 6] or Graph Theory [7, 8]. While some of
the Computer Vision approaches on Tor darknet work with images [9], they omit the analysis of the text found within them,
which could be an important source of information. In Tor,
depending on the context or activity hosted in the hidden service, images could contain from drugs to seller names, among
others. Figure 1 illustrates names of different sellers.
Text Spotting, a task that combines text detection and
recognition to transcribe information found within images
could be an approach to retrieve this information. To the best
of our knowledge, there are only two works which focus on the
application of Text Spotting to Tor darknet. In the first, Blanco
et al. [10] obtained 57% F-Measure in the text detection task,
but their performance on Text Recognition with state-of-theart techniques was very much lower. In their next work [11],
they used dictionaries and string-matching techniques, improving the precision in the recognition stage to 39.70%.
The lower score obtained in their works [10, 11] could be
attributed to different factors, such as color distribution, brightness, and partial occlusion. Figure 2 illustrates some common

Figure 2. Common problems found in Tor images. Orientation
(left, up-middle and right) and low-resolution (middle)
images with these types of problems. Although these are usual
problems, in the Tor-based image context, low resolution and
orientation are the most frequent ones. Orientation is very common to fit several documents in a single picture, while low resolution can be worsened after taking crops of the images following the detection stage.
In this work, we continue working on the application of
Text Spotting to Tor darknet [10, 11], and we focus on improving the text recognition performance over not-horizontal and
low resolution text. To improve the former, we use rectification [12, 13], which helps correct an image’s orientation to reduce transcription mismatches. For the latter, we selected three
state-of-the-art super-resolution techniques, which can enhance
the original quality of the images. We combined both rectification and super-resolution techniques with a well-known text
recognition algorithm, ASTER [12], trying to increasing the
accuracy of the transcription. We evaluated the influence of
these two approaches, i.e. rectification and super-resolution, in
four state-of-the-art datasets, and in TOICO-1K, a Tor-based
image dataset we release and make publicly available.
The rest of the paper is organized as follows. Section 2
presents a brief summary of text recognition and text-based
super-resolution approaches. Section 3 presents the selected
methods and the datasets used, while Section 4 details our
experiments and discusses the obtained results. Finally, we
present our conclusions and future lines of work to further improve text recognition.

2

Related Works

Text Spotting is a task that can be used in in different applications, such as automatic navigation and document analysis.
Researchers have studied the most relevant problems in both
detection and recognition, with varying orientation and the segmentation step as the most common problems [14, 15].
Currently, most approaches focus on the combination of
Convolutional Neural Networks with Recurrent Neural Networks. Shi et al. [16] proposed the first end-to-end recognition
system based on this combination, creating a framework that
combined sequence modeling, feature extraction and transcription. This proposal was able to handle sequences of arbitrary
length on a smaller model while achieving good performance
in both lexicon and non-lexicon based recognition.

The combination of both text detection and text recognition
into a single system is also a strong focus of research. Liu
et al. [17] proposed a unified trainable network that performs
better than separate approaches due to sharing features between
both stages using a RoiRotate operator, reducing computational
cost. While these approaches often achieve good performance
on most datasets, they have difficulties treating irregular text,
most notably in the recognition stage. Recently, this kind of
text has been of interest to both detection and recognition tasks
due to its varying sizes, patterns and shapes. Text can also
appear inside images with low resolution, which could cause a
performance drop.
Two approaches can be found in order to enhance the recognition step; the bottom-up and the top-down approaches [13].
The former attempts to search for each separate character before joining them and transcribing the complete sequence [18],
while the latter focuses on matching the different shapes of the
text and correct orientation and size differences before transcribing it. Luo et al. [13] followed a top-down approach by
developing a rectification network combined with an attentionbased sequence recognition network. This rectification network helps correct orientation on distorted images, reducing
the impact of irregular text in text recognition. This approach
is similar to the one found in [12], but without the use of a
bidirectional decoder to improve transcription accuracy.
Alongside irregular text, images with low resolution can
pose challenges for text recognition approaches. The goal of
Single Image Super-Resolution (SISR) techniques is to create
an enhanced version of a low-resolution input image. This
task is used in a wide variety of fields, most notably surveillance with identification purposes as well as medical imaging.
The resulting high quality images can be used as input for text
recognition algorithms, improving transcription results.
The ICDAR 2015 Competition on Text Image SuperResolution [19] reported an improvement of over 15% when
using Optical Character Recognition on super-resolution enhanced images. The highest scoring method, SRCNN [20],
focused on a deep convolutional neural network approach. It
extracts batches from the original image after applying bicubic interpolation and represents them as feature maps that
are matched into each other, representing the high-resolution
batch. Following this approach, super-resolution have focused
on improving performance increasing network depth with more
convolutional layers or reducing the architectures complexity
for real-time applications [21].
However, these approaches often miss high-frequency image details. Recent works have focused on obtaining a more
accurate match between the original image and the super resolution variant, by implementing sub-pixel convolutional layers or using residual learning [22]. The SRGAN method [23]
proposes the use of generative adversarial networks (GAN),
implemented with a deep residual network alongside skipconnection. The resulting work is able to generate photorrealistic images of up to 4x scaling, establishing a new state-ofthe-art reference.

3
3.1

Methodology
ASTER’s Rectification Network

We selected ASTER [12] due to its state-of-the-art performance as well as the proposed rectification network, which allows to correct an image’s orientation before performing text
recognition. This technique is relevant in the context of Torbased images, due to the common presence of multiple oriented items in the same picture used to express quantity. Furthermore, this algorithm can also complement text detectors by
correcting the area obtained from the detection stage in text
spotting systems, making it suitable for creating end-to-end
systems.
ASTER is composed of two stages: the rectification and the
recognition network. When an image is fed to the algorithm,
it is rectified using the Thin-Plate-Spline (TPS) transformation
[24], which rectifies oriented and perspective text. After the
rectified image is obtained, the recognition network processes
it and outputs a character sequence. This output is generated
using a bidirectional decoder in order to improve transcription accuracy, choosing as the final result the sequence with
the highest recognition score.
3.2

Super-Resolution Approaches

Because of the high presence of low-resolution images in
our Tor-based dataset, we selected three super-resolution approaches to try to improve ASTER’s performance: (i) Residual Dense Networks (RDN) [22], (ii) Deep CNN with Skip
Connection (DCSCN) [21] and (iii) Neural Enhance (NE). We
chose RDN for its focus on exploiting the hierarchical features
from all convolutional layers, which is valuable on images with
differently scaled objects and aspect ratios, DCSCN due to its
focus on building a smaller architecture that can lower the computational cost, and NE due to its four different models to enhance images with.
Residual Dense Networks [22] propose the use of hierarchical features using residual dense blocks. This structure is
made of densely connected layers combined with local feature
fusion and local residual learning. The result is a contiguous
memory mechanism by acquiring the state of preceding blocks
to each layer of the current one. After extracting these local
features, dense feature fusion is used to process hierarchical
global features before upscaling the final. Combining both local and global features, the proposed structure obtains the final,
high-resolution image after upscaling.
The Deep CNN with Skip Connection algorithm [21] proposes a fully convolutional neural network approach in order
to decrease power consumption and processing time, focusing
on a smaller model with faster and more efficient computation
that is suitable for less powerful systems. It is comprised of
both a feature extraction and a reconstruction network. The
extraction network obtains both local and global features using a cascade of CNNs combined with Skip connection layers,
with a decreased number when compared to other similar approaches. After joining all of the features, DCSCN uses parallelized CNNs in order to reduce the input dimension before

creating the enhanced image.
Lastly, the open-source approach called Neural Enhance
(https://github.com/alexjc/neural-enhance) is based on multiple super-resolution techniques attempting to combine all of
them in a single implementation. This approach also allows for
three different enhance modes, repair, deblur and default, with
default allowing the possibility for x2 and x4 scaling to obtain higher quality images. Combining all of the chosen superresolution methods, we obtain a total of six possible configurations for resolution enhancement.
3.3

Datasets

To test both the rectification and super-resolution approaches,
we used four state-of-the-art datasets and TOICO-1K, a custom
dataset manually labelled for the tasks of Text Detection and
Text Recognition on images crawled from Tor darknet.
SVT [25] dataset comprises images from Google’s Street
View, containing 647 text regions. From the International
Conference on Document Analysis and Recognition (ICDAR)
competition, we selected the ICDAR 2013 [26] and 2015 [27]
datasets, which hold 1093 and 2096 images respectively. Finally, we selected the IIIT5K-Words [28] dataset, which contains a total of 3000 cropped regions from both scene text and
born-digital images.
3.4

TOICO-1K

To demonstrate the effectiveness of our approach, we used our
own custom dataset, [10], we named in this paper TOICO1K and we make it publicly available in our group website
(http://gvis.unileon.es/dataset/tor images in context-1k/).
The process of creation was semi-automatic. We took 101
images from the TOIC dataset [29, 30], and we generate a first
version of TOICO-1K using a text spotting approach, separating both detection and recognition stages. We used the former
to assist the task of text region labelling and generate most of
the text bounding boxes, and the latter to obtain an initial transcription of the text detected. Then, we manually inspect the

Figure 3. TOICO-1K sample images. Original image (a),
cropped text regions (b) and labelling examples (c).

101 images, and we (i) added missing text regions not automatically detected, (ii) correct the predictions made by the text
recognizer algorithm and (iii) added additional information per
text region inspired by [26, 27]. We exported all the information to a json file, which contains: the type of text found (handwritten or machine-based), whether or not the text is legible,
language, number of text regions per image, image dimensions
and bounding box locations.
The resulting dataset consists of 1101 documented text regions. For our experimentation, we only chose the cropped
areas labelled as ”legible”, reducing the quantity of cropped
regions to 675.

4
4.1

Experimental Results and Discussion
Experimental Setup

We evaluated all the methods on an Intel Xeon E5 v3 computer
with 128GB of RAM using an NVIDIA Titan Xp GPU. We
measured text recognition performance using the accuracy metric, which is the percentage of correctly matched recognized
words to the documented labels of each cropped image.
As a baseline, we used ASTER with the rectification network disabled, and without using lexicons. Then, we separated
the text regions that were not correctly recognized by ASTER
Method
ASTER (Baseline)
ASTER (Baseline) + Rectification
RDN
RDN + Rectification
DCSCN
DCSCN + Rectification
NE Repair
NE Repair + Rectification
NE Deblur
NE Deblur + Rectification
NE Default x2
NE Default x2 + Rectification
NE Default x4
NE Default x4 + Rectification

using the baseline configuration, and we enhanced them with
super-resolution and rectification. Finally, we took the superresolution enhanced images and we feed them into ASTER
with two different configurations, with and without the rectification network enabled, obtaining the final transcriptions. For
the NE method, we used each separate technique (repair, deblur
and default) without combining them.
4.2

Results and Discussion

The recognition results on each dataset by the proposed methods and their combinations is summarized in Table 1. The improvements achieved by each approach can be seen summarized in Table 2.
We found that both super-resolution and rectification techniques are very close in terms of performance, with rectification obtaining slightly higher results than super-resolution.
Out of all the possible combinations, when both techniques are
applied separate, rectification outperforms all super-resolution
approaches in every dataset except in two particular cases. In
the ICDAR 2015 dataset, RDN and both Neural Enhance Default modes obtain higher results than rectification. Under the
repair configuration, Neural Enhance also outperforms rectification on the IIIT5K dataset.
Combining both rectification and super-resolution im-

TOICO-1K
0.2830
0.3052
0.2993
0.3096
0.3037
0.3170
0.2933
0.3007
0.2933
0.3007
0.2993
0.3126
0.3022
0.3096

SVT
0.8825
0.9042
0.8934
0.9042
0.8995
0.9104
0.8964
0.9042
0.9011
0.9057
0.8964
0.9042
0.8949
0.9042

IC15
0.7235
0.7424
0.7453
0.7612
0.7414
0.7574
0.7351
0.7487
0.7380
0.7477
0.7453
0.7598
0.7438
0.7593

IC13
0.8829
0.8984
0.8957
0.9122
0.8930
0.9076
0.8939
0.9021
0.8911
0.9039
0.8939
0.9058
0.8893
0.9039

IIIT5K
0.8413
0.8540
0.8483
0.8557
0.8470
0.8560
0.8543
0.8620
0.8540
0.8613
0.8477
0.8580
0.8493
0.8590

Table 1. Results of combining ASTER’s rectification network with super-resolution on five different datasets. RDN, DCSCN
and NE combinations are applied over ASTER Baseline.
Method
Rectification
RDN
RDN + Rectification
DCSCN
DCSCN + Rectification
NE
NE + Rectification
Avg

TOICO-1K
2.22%
1.63%
2.67%
2.07%
3.41%
1.93%
2.96%
2.44%

SVT
2.16%
1.08%
2.16%
1.70%
2.78%
1.85%
2.32%
1.98%

IC15
1.88%
2.17%
3.77%
1.79%
3.38%
2.17%
3.62%
2.82%

IC13
1.56%
1.28%
2.93%
1.01%
2.47%
1.10%
2.29%
1.85%

IIIT5K-Words
1.27%
0.70%
1.43%
0.57%
1.47%
1.30%
2.07%
1.26%

Avg
1.82%
1.37%
2.59%
1.43%
2.70%
1.67%
2.65%
/

Table 2. Overall text recognition precision increases, measured as the difference between best-case result (NE) and the ASTER
Baseline. Avg. Improvement presents the average improvement per dataset (columns) and per method (rows).

proves the results on all combinations and datasets, with two
exceptions. The combination of both Neural Enhance Deblur
and Repair models with the rectification network results in
a lower precision score than only using the rectification network. These are the only instances in which combining both
tasks results in a lower score than simply applying rectification,
which suggests that these methods cause bigger alterations to
the high-resolution images.
Furthermore, the combination of both tasks often results
on a lower score than the sum of each task, which suggests
some images can be properly recognized with the use of only
one technique. This can be due to orientation being a more
difficult challenge than resolution, as indicated by the higher
results achieved with rectification.
Without rectification, the DCSCN scores the highest in
TOICO-1K dataset, with an initial improvement of 2.07% and
later increased to 3.41 when adding rectification. When images are not corrected, the neural-enhance approach under the
deblur and default x2 configurations obtains the best performance on average. When combined with rectification, DCSCN
also scores as the best method with an average improvement on
all datasets of 2.70%.

5

Conclusions

We have analyzed the performance of three different superresolution techniques as the effect of ASTER’s rectification
network on both Tor-based images and on four state-of-the-art
datasets without the use of any lexicon.
Our results demonstrates that the combination of both tasks
is highly desirable in both Tor-based images as well as naturalscene based datasets. When analyzed separately, rectification
slightly outperforms super-resolution. The best results are obtained combining both tasks, although the scores are than the
addition of each separate task, except in the case of combining RDN and rectification on the ICDAR13 dataset. This result
suggests that specific images can be recongized after the use of
either technique.
We obtained the maximum improvement on ICDAR 2015
dataset, 3.77%, combining the RDN and the Rectification network. In TOICO-1K, DCSCN combined with the rectification
improved the baseline results a 3.41%. Based on these results,
we recommend the use of DCSCN for Tor specific images and
RDN for global image-resolution improvements.
Among the super-resolution approaches, neural-enhance
obtains the best results when no rectification is involved, with
the deblur and default x2 scaling parameters as the best configurations. However, when combined with the rectification
network, the neural enhance approach under repair and deblur
configurations is the only method that obtains lower results in
Tor-based images compared to the initial rectification baseline.
With the obtained results, we conclude that text recognition
approaches might benefit more from the rectification approach
than super-resolution, highlighting low-resolution as a relevant
challenge for text recognizers when compared to curved text.
Our future work will focus on studying text-based superresolution approaches and their computational efficiency, as

well as other Tor-based image problems, such as aspect ratio
and partial occlusion in order to retrieve information from Tor
images that can be used to prevent illegal activities.
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